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Preface

�e thesis in front of you is the result of four years of work. Although the content
is about mathematical models of call centers, many conclusions are relevant for
call center operations management as well. As such, one should not be afraid to
continue reading this thesis even if mathematical knowledge is lacking in certain
areas.

Let me take this opportunity to explain the artwork on the cover. �is illustra-
tion depicts an abstract view on the service-level variability. �e curve represents
a realization of the average service level up to each point in time. A typical ob-
servation is that the average service level experiences a high level of variability at
the start of the day, where large deviations from the long-run average are likely to
occur. At the end of the day, these �uctuations do not occur that o en anymore.
�e upper and lower lines are the boundaries that contain most realizations.

�is thesis would not have existed without the continuous support of my
parents and the rest of the family. In particular, I would like to thank my brother
Dennis for his help and for laying down the footprints for me to follow.

My gratitude also goes toward the people I have had the pleasure of collaborat-
ing with throughout the years: René Bekker, Sandjai Bhulai, Oualid Jouini, Ger
Koole, and Raik Stolletz. Even though my name is the only one to appear as the
author, they all signi�cantly contributed to the work in its present form.

Finally, I would like to thank the members of my thesis committee: Sem Borst,
Vijay Mehrotra, Raik Stolletz, and Bert Zwart. �eir invaluable comments have
helped improve the quality of this thesis.

Alex Roubos
April 2012
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Chapter 1

Introduction

�e title of this thesis contains the two elements service-level variability and impa-
tience. Both elements will be considered in the context of call centers.

Service-level variability is related to the fact that most call center models only
consider long-run time-average behavior, in which all information about the service
level is lost except for the expected service level. �is would not be a problem if
the variability was low. In all practical situations however, where the service level is
considered on a small time interval, this is not the case. �erefore, it is necessary
to look at this problem di�erently.

Another aspect of call center modeling is impatience. Customers that seek
contact with a customer service representative o en have to wait in a virtual queue
before receiving service. Of course, customers are not willing to wait inde�nitely:
customers are impatient. Basic call center models ignore the presence of impatience.
More advanced models are required to deal with impatience and the e�ect thereof
on the performance measures.

1.1 Call Centers

A call center can loosely be de�ned as a group of agents whose principal business
is talking on the telephone to customers. Call centers can be divided into two
(overlapping) categories, which are inbound and outbound call centers. In inbound
call centers a call is initiated by a customer, whereas in outbound call centers the
initiative is with the call center. A further classi�cation is whether the agents
possess a single skill or multiple skills. E�ectively, this corresponds to whether or
not all agents are able to handle all calls. In a single-skill setting there is only one
group of agents. In a multi-skill environment there is at least one group of agents
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specialized into handling a part of all calls. �e scope of this thesis is on inbound
and single-skill call centers.

On the one hand, customers have to wait when no agent is available. On the
other hand, because calls are initiated by customers, there is also waiting at the side
of the agents. �e call center management has to balance both types of waiting
in order to achieve high agent utilization constrained by a target objective on the
waiting time of customers. �is is no trivial task because the call center operates
under a high level of uncertainty.

�e main source of uncertainty is the variability in the number of arrivals over
a day. A statistical study of Brown et al. (2005) showed that the arrival process
can be described by a nonhomogeneous Poisson process. �at is, the arrival rate is
approximately piecewise constant for small blocks of time, which are typically 15
or 30 minutes long. Hence, the number of arrivals over a day is Poisson distributed,
for which the variance is equal to the expectation. �is is a part of the uncertainty
that is completely unavoidable. Another part of uncertainty is related to the service
process. Brown et al. (2005) claim that the service times are lognormally distributed,
although this cannot statistically be validated.

Mathematical models can be constructed to deal with the randomness that is
observed in the number of arrivals and in the service times. However, a majority
of the current existing models focus only on long-run time-average performance
analysis. Models focusing on time-dependent analysis are scarce, and models where
performance is aggregated over an interval of �nite length are nonexistent. Further
sources of variability include di�erences between agents’ speed and quality of
answering (agent inhomogeneity), and agent absenteeism. �ese factors are never
taken into account in well-known models. �is shows that there still is considerable
work to be done in the area of call centers.

1.2 �e Basic Call CenterModel

�e most simple model for a call center is theM/M/s queueing system. Customers
arrive to the system according to a Poisson process with arrival rate λ. �ere are
s statistically independent and identical servers available. If a server is free upon
the arrival of a customer, then that customer is taken into service. Otherwise, the
customer joins a queue with in�nite bu�er capacity. Service times are exponentially
distributed with service rate µ, and customers leave the system a er service. When
a server completes its service, the �rst customer in the queue is immediately taken
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Figure 1.1. Transition diagram of theM/M/s queueing system.

into service. �is means that customers are served on a �rst-come �rst-served
(FCFS) basis. Moreover, customers in the queue wait patiently before service.

�e M/M/s queueing system can be analyzed by modeling it as a continuous-
time Markov chain (CTMC). Let the state X(t) denote the number of customers
present in the system at time t. �e stochastic process {X(t), t ≥ 0} is then
a CTMC, with state space X = {0, 1, 2, . . . } = N0. �e transition rates are
graphically depicted in the transition diagram in Figure 1.1. Let a = λ/µ be the
o�ered load. Solving the local balance equations for the long-run time-average
probability distribution π of the number of customers in the system, gives

πi =


ai

i!
π0, 0 ≤ i ≤ s,

ai

s!si−s
π0, i > s,

with

π−1
0 =

s∑
i=0

ai

i!
+

as+1

s!(s− a)
.

�is stationary distribution π only exists if the system is stable, i.e., on average,
per unit of time less work arrives than the servers can handle. �is is the case if
ρ = λ/(sµ) < 1, where ρ is called the o�ered load per server, or utilization.

A key performance indicator is WQ, the time an arbitrary customer spends
waiting in the queue before service. �e expected waiting time and waiting-time
distribution are given by

EWQ =
C(s, a)
sµ− λ

,

P(WQ > τ) = C(s, a)e−(sµ−λ)τ ,
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withC(s, a) =
∑∞

i=s πi. �e constantC(s, a) can be interpreted as the probability
of delay. �ese results can be found in many standard books on queueing theory
(e.g., Kleinrock 1976). An easy way to compute the probability of delay is by relating
it to the probability of blocking in the M/M/s/s queue, where customers are
blocked if upon arrival all servers are occupied. Cooper (1981) gives the following
relation

C(s, a) =
sB(s, a)

s− a(1−B(s, a))
,

B(s, a) = P(N = s)/P(N ≤ s),

where N ∼ Poisson(a), for s > a.
�e service level (SL) is de�ned as the fraction of customers with a waiting

time in the queue no longer than τ time units. �e parameter τ is also called the
acceptable waiting time (AWT). On the long run, in a stationary situation, the
service level can be interpreted as the probability that the waiting time in the queue
of an arbitrary customer is less than or equal to τ . �at is,

SL = P(WQ ≤ τ).

�is is called the Erlang C formula. �e Erlang C formula is frequently used to
seek the minimum number of agents such that the service level is above a certain
threshold. �e industry standard is 80/20, which means that at least 80% of the
customers should wait no longer than 20 seconds, i.e.,P(WQ ≤ 20 seconds) ≥ 0.8.

1.3 Call CenterModel with Abandonments

�e basic call center model can be extended to a model that includes impatient
customers. When a customer has to wait in the queue, instead of waiting patiently
before service, that customer has a stochastic limit on the waiting time, i.e., his or
her patience. If service has not started before this limit is reached, the customer
abandons the queue and leaves the system unserved. Patience is modeled by the
random variable T that is exponentially distributed with parameter γ. �is model
is denoted by theM/M/s+M queueing system, and also goes by the name of the
Erlang A model.

Analysis of the M/M/s + M queueing system is in line with the M/M/s

queueing system. Let X(t) denote the number of customers in the system at time
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Figure 1.2. Transition diagram of theM/M/s+M queueing system.

t. �en, the stochastic process {X(t), t ≥ 0} is a CTMC with state spaceX = N0.
�e transition diagram is displayed in Figure 1.2. �e stationary distribution,
which follows from solving the local balance equations, is given by

πi =


λi

µii!
π0, 0 ≤ i ≤ s,

λi

µss!
∏i−s
j=1 (sµ+ jγ)

π0, i > s,

with

π−1
0 =

s∑
i=0

λi

µii!
+

∞∑
i=s+1

λi

µss!
∏i−s
j=1 (sµ+ jγ)

.

Although the stationary distribution has an analytical solution, it is not very
tractable. It is more convenient to calculate the stationary distribution numer-
ically. For that purpose, let π̃ be the intermediate solution that satis�es the local
balance equations, and does not yet satisfy the normalizing condition. Let π̃s = 1,
then, for i = s, s− 1, . . . , 1,

π̃i−1 =
iµ

λ
π̃i,

and, for i = s, s+ 1, . . . ,

π̃i+1 =
λ

sµ+ (i− s+ 1)γ
π̃i.

�e stationary distribution can then be obtained by normalizing, i.e.,

πi =
π̃i∑∞
j=0 π̃j

.



6 Chapter 1. Introduction

To implement this, one has to circumvent the issue of the in�nite series. �e
state space can always be truncated to a su£ciently large constant K , such that∑K

i=0 πi > 1− ε, for any ε > 0.
In contrast with the basic call center model, this model with impatient cus-

tomers is always stable. Customers will simply abandon when they believe that
they are not served quickly enough. Let A be the event that an arbitrary customer
will abandon. It holds that

P(A) =
∞∑

i=s+1

(i− s)γπi
λ

.

�is result follows from the interpretation of the transition rates that, given that
the system is in state i > swith probability πi, there are (i− s)γ abandonments
per unit of time. Combining this with the fact that there are on average λ arrivals
per unit of time, the abandonment probability follows directly.

�e notion of the waiting time is complicated in a queueing system with aban-
donments. �e random variable WQ denotes the actual waiting time in the queue,
incurred by an arbitrary arriving customer. �e end of the waiting time is initiated
by either the start of service, or abandonment. On the other hand, it is mathemati-
cally more appealing to use the virtual waiting time VQ. �e virtual waiting time is
de�ned as the waiting time in the queue incurred by an in�nitely patient customer.
�e relation between the actual waiting time, the virtual waiting time, and the
patience is captured by WQ = min{VQ, T}.

�e expected actual waiting time can be obtained from the stationary distri-
bution π. Let LQ denote the long-run time-average number of customers in the
queue. �en,

ELQ =
∞∑

i=s+1

(i− s)πi.

Using Little’s law (Little 1961), the expected waiting time is

EWQ =
ELQ
λ

.

�e waiting-time distribution can also be determined. By the law of total probabil-
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ity, conditioning on the state of the system seen by an arriving customer,

P(WQ > τ) = lim
t→∞

∞∑
i=0

P(WQ > τ |X(t) = i)P(X(t) = i)

=
∞∑
i=0

P(WQ > τ |LQ = i)πs+i.

Finally, using a result of Riordan (1962), which was later re�ned in Deslauriers
et al. (2007), for i ≥ 0,

P(WQ > τ |LQ = i) = e−(sµ+γ)τ
i∑

j=0

φj(1− e−γτ )j

j!
,

where φ = sµ/γ, φ0 = 1, and φj = φ(φ+ 1) · · · (φ+ j − 1) for j ≥ 1. A similar
result holds for the virtual waiting-time distribution. Dividing by the probability
that an arriving customer will not abandon before τ , i.e., e−γτ , yields

P(VQ > τ |LQ = i) = e−sµτ
i∑

j=0

φj(1− e−γτ )j

j!
.

�e virtual waiting time will be more elaborately discussed in a more general
setting next.

1.3.1 General Patience Distribution

�eM/M/s+G queueing system is a model where the patience is not necessarily
assumed to be exponentially distributed. Instead, the patience has a general dis-
tribution with cumulative distribution functionG(x), x ≥ 0. Based on the work
of Baccelli and Hebuterne (1981), Zeltyn and Mandelbaum (2005) de�ne the
following building blocks for performance analysis. Let Ḡ(x) = 1−G(x). De�ne

H(x) =
∫ x

0
Ḡ(u)du,

J(t) =
∫ ∞
t

eλH(x)−sµxdx,

J1(t) =
∫ ∞
t

xeλH(x)−sµxdx,

JH(t) =
∫ ∞
t

H(x)eλH(x)−sµxdx.
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Let J = J(0), J1 = J1(0), JH = JH(0), and de�ne

E =

s−1∑
i=0

(λ/µ)i

i!

(λ/µ)s−1

(s− 1)!

= B(s− 1, a)−1.

For simple distribution functionsG(x), e.g., any combination of exponential
functions, the function H(x) can be determined in closed form. However, there is
no hope that one can �nd a closed-form expression for J(t). Hence, it is required
to use numerical techniques in order to evaluate the system’s performance.

Expressed in these building blocks, the probability density function of the
virtual waiting time VQ is given by, for x > 0,

v(x) =
λeλH(x)−sµx

E + λJ
,

with a mass at the origin with value

P(VQ = 0) =
E

E + λJ
.

Zeltyn and Mandelbaum (2005) derive a number of performance measures, in-
cluding

P(A) =
1 + (λ− sµ)J
E + λJ

,

EVQ =
λJ1

E + λJ
,

EWQ =
λJH
E + λJ

,

P(VQ > τ) =
λJ(τ)
E + λJ

,

P(WQ > τ) =
λḠ(τ)J(τ)
E + λJ

.

With abandonments, it is not clear anymore which service-level measure should
be used. In fact, there are multiple de�nitions used in practice. �is will be more
thoroughly discussed in Chapter 5.
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1.4 Structure of the�esis

�e remainder of this thesis is organized as follows.

• In Chapter 2 the observation of variability in the service level is �rst de-
scribed and then quanti�ed. In practice, service levels are reported over peri-
ods of �nite length that are usually no longer than 24 hours. �e variability
is nonnegligible in such small periods. Sta£ng decisions should therefore
not only be based on the expected service level, but should also take this
variability into account. �e service-level distribution is quanti�ed by means
of an approximate method based on simulations. �is distribution is used
for a service-level variability-controlled sta£ng approach to circumvent the
shortcomings of the traditional sta£ng based on the expected service level.
Chapter 2 is based on Roubos et al. (2012b).

• While in Chapter 2 the service level is only passively controlled, in Chapter 3
an active control policy is applied. In light of long-term planning, permanent
agents are scheduled. Using the idea of �exible agents, these sta£ng levels can
be changed during the day to reach a so  constraint on the service level at the
end of the day. �is problem is modeled as a Markov decision process, where
decisions are based on the realized service level so far. �e optimal policy
provides a good balance between sta£ng costs and the penalty probability
for not reaching the service level. Chapter 3 is based on Roubos et al. (2011).

• In Chapter 4 the distribution of the service level is considered again. �is
distribution is approximately quanti�ed in Chapter 2, and also used in
Chapter 3 to determine the transition probabilities in the Markov decision
process. �e customer-average service level is related to the time-average
proportion of the time that the virtual waiting-time process is at or below
the acceptable waiting time. An exact analysis is presented for the double
Laplace-Stieltjes transform of the time below the acceptable waiting time
in an interval of �nite length. Furthermore, interesting properties of the
service-level distribution are derived. Chapter 4 is based on Roubos et al.
(2012a).

• Chapter 5 shi s the focus to impatience customers. In models that ignore
impatience, it is clear what is meant by the phrase service level. When taking
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abandonments into account however, the service level is not unambiguously
de�ned anymore. �is chapter studies a number of di�erent service-level
de�nitions, including all those used in practice. Based on data from dif-
ferent call centers, two new models are introduced. �e �rst model is a
slight extension to the Erlang A model, in which customers are allowed
to balk upon arrival. In the second model, the patience is modeled by the
hyperexponential distribution. Both models are shown to �t reality very
well. �rough numerical analysis, the di�erent models and the di�erent
service-level de�nitions are compared. Chapter 5 is based on Jouini et al.
(2011b)

• Chapter 6 deals with multi-server queues with multiple customer classes
with impatience. Customers are grouped by their priority, and high-priority
customers get nonpreemptive priority over the other type. Besides the
FCFS service discipline, the last-come �rst-served (LCFS) service discipline
is also studied. Focus is given to determine performance measures related
to queueing delays. �is chapter closes with numerical experiments to gain
some interesting management insights. Chapter 6 is based on Jouini and
Roubos (2011).



Chapter 2

Service-Level Variability of Inbound Call Centers

In practice, call center service levels are reported over periods of �nite length that
are usually no longer than 24 hours. In such small periods the service level has a
large variability. It is therefore not su£cient to base sta£ng decisions only on the
expected service level. In this chapter we consider the classicalM/M/s queueing
model that is o en used in call centers. We develop accurate approximations for
the service-level distribution based on extensive simulations. �is distribution is
used for a service-level variability-controlled sta£ng approach to circumvent the
shortcomings of the traditional sta£ng based on the expected service level.

2.1 Introduction

�e hierarchical planning in call centers is usually divided into forecasting, require-
ments planning for short intervals, and sta� scheduling (see Gans et al. 2003). For
the requirements planning, stationary queueing models are used to determine the
minimum number of agents to ful�ll a speci�c performance measure. In call cen-
ters, the Erlang C model is o en used to provide an estimate for the fraction of calls
that wait no more than Z seconds. �is service-level estimate Y can be interpreted
as the long-run fraction of calls that wait no more than Z seconds. However, in
call centers we are never interested in the long run: service-level realizations are
considered at 30-minute intervals, and sometimes aggregated over full days, but
seldom over longer periods (see, e.g., Stolletz 2003). �e service-level target that
Y % of the calls are answered within Z seconds is commonly expressed in the form
Y/Z . �e goal of call center managers is o en to meet an aggregated Y/Z service
level for a high fraction X of periods.

Service levels �uctuate. One of the reasons for service-level deviations is that
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call centers operate in a highly volatile environment, with possibly erroneous fore-
casts, sta£ng levels that are not as planned, etc. Even if all parameters are correct,
the realized service level will still deviate from the service-level prediction, because
of the intrinsic randomness in the call center environment. Simulations show
that this di�erence can be considerable, for example, 5% over a whole day is not
exceptional (see Section 2.3). Managers are aware that the actual service level can
di�er from the expected service level. However, they do not realize the impact of
the randomness on the amount of �uctuations. It is our personal experience that
managers are surprised to learn this and are willing to consider new solutions, such
as the one we propose.

Call center managers deal with �uctuations by tra±c management, the activity
that consists of rescheduling the workforce on short notice to obtain the required
service level (see, e.g., Mehrotra et al. 2010). A higher than necessary service level
is generally not a problem, but managers might be penalized for failing to meet the
target in too many periods. To this end, some managers deliberately opt for a higher
expected service level Ȳ > Y or a lower target time Z̄ < Z to meet the original
target Y/Z with higher likelihood. Such behavior is also observed in inventory
management (�omas 2005) and other �elds. Both approaches are based on the
experience of the call center manager, because the in�uence of Ȳ and Z̄ on the
probability X to reach the target Y/Z is not yet described in the literature.

Costs play a crucial role in our analysis. For example, when sta£ng according
to the expected value of the service level, the target service level may only be met
50% of the time intervals (see Section 2.4). However, one additional sta�ed agent
can already improve this probability to 80%. Is it better to risk not reaching the
target service level 50% of the time, or to schedule one additional agent and accept
a risk of 20%? To make this trade-o�, we have to quantify both the costs of sta£ng
and the costs for not reaching the target service level. Finding the optimal trade-o�
then becomes equivalent to minimizing total costs. Related to this is the work of
Baron and Milner (2009), where approximations are constructed for the expected
penalties for failing to meet the target service level for impatient customers.

In call center planning, there are a number of challenging problems related to
time-varying arrival rates. For forecasting problems with time-varying rates, we refer
to Akşin et al. (2007) and Steckley et al. (2009). �e stationary independent period-
by-period (SIPP) approach, and variants of it, are widely used for time-dependent
requirements planning (sta£ng) in call centers (see Green et al. 2001, 2003).
Ingolfsson et al. (2007) and Stolletz (2008) review these and other evaluation
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methods for time-dependent systems and compare them in numerical experiments.
In all these methods there is no distinction between the sta£ng period and the
aggregation interval for performance measurement.

�e contribution of this chapter is twofold. First, we analyze the variability
of the service level as a function of the length of the aggregation interval. For
such a �nite-length interval, the actual service level is a random variable, and the
service-level estimate given by the Erlang C formula is the expected service level.
We give a closed-form approximation for the complete distribution of the service
level and validate it extensively. Second, in contrast to decisions about sta£ng
levels that are based on the expected service level, we propose a new approach
for variability-controlled sta£ng. �e approximated distribution of the service
level is used to set the sta£ng level to meet the service level Y/Z with a targeted
probability X . We integrate this variability-controlled sta£ng approach in the
traditional SIPP approach for time-dependent rates. With this method the sta£ng
period and the aggregation interval could be di�erent, which is important for
highly volatile rates in call centers.

Related to our �rst contribution is the work of Steckley et al. (2009), who
provide an analysis to compute the service-level distribution for the special case
Z = 0 only. �eir approach works if, upon a customer arrival, it can be determined
from the state of the system whether that customer will receive service on or before
Z . In case Z = 0, a customer will receive satisfactory service if at least one server
is available. �erefore, the state can be chosen as the number of customers in the
system. �eir approach cannot be generalized to Z > 0.

�e remainder of this chapter is organized as follows. We start in Section 2.2
with the model description, where the basic notation and de�nitions are intro-
duced for the queueing model under consideration. Section 2.3 deals with the
approximations that are based on numerical experiments. Several performance
evaluations are presented as well. �e approximations of Section 2.3 are used in
Section 2.4, where we present a new way to do sta£ng calculations. We do this
in such a way that we have desired control over the variability. In Section 2.5 we
show how our sta£ng approach could be used to address the issue of nonhomoge-
neous systems. Finally, conclusions and directions for further research are given in
Section 2.6.
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2.2 Model Description

We model a call center by the M/M/s queueing system, i.e., we consider the basic
call center model described in Chapter 1. With arrival rate λ, service rate µ, and s
servers, we restate the Erlang C formula:

P(WQ ≤ τ) = 1− C(s, a)e−(sµ−λ)τ . (2.1)

We will denote P(WQ ≤ τ) by the expected service level ESL. �e expected
service level depends on λ, µ, s, and τ . Traditionally, service-level objectives have
been denoted as Y/Z , which means that at least Y % of the customers have to wait
less than or equal to Z seconds. Both τ and Z can be used to denote the acceptable
waiting time, although the unit of Z is seconds and the time unit of τ can be
chosen arbitrarily. �ere is a di�erence betweenESL and Y : Y is used to denote
the target service level, i.e., the minimum required service level;ESL is the service
level that is expected to be obtained given all parameters. Although the steady-
state performance measure Y/Z will be met in the long run, we are interested in
the service level aggregated over intervals of �nite length t. �e realized average
service level could be lower or higher than the expected one. �e distribution of
the realized average service level strongly depends on the length t.

�roughout this chapter, we assess the accuracy of the approximations and
our sta£ng approach on several examples. We mainly consider two call centers
modeled by the M/M/s queueing system, with parameters that could be found in
practice. �ese systems are de�ned as follows.

Large system λ = 40, µ = 0.2, and s = 210.

Small system λ = 3, µ = 0.2, and s = 19.

Unless speci�ed otherwise, the time scale is expressed in minutes, and we take the
acceptable waiting time equal to τ = 1/3. �is means that the expected service
level is 80.7% for the large system and 81.3% for the small system.

2.3 Numerical Approximations

To demonstrate the e�ect of the aggregation length t on the service-level distri-
bution, we have performed straightforward simulations of the large system. �e
results are shown in Figure 2.1. �e simulations are performed 10,000 times, each
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Figure 2.1. Histograms of the service level aggregated over 3-hour intervals on the le 
and aggregated over 24-hour intervals on the right.

starting a er a warm-up period of 24 hours (such that the transient e�ects of start-
ing from an empty system are gone) and continuing for 3 hours and 24 hours,
respectively. A er each run, one realization of the service level is obtained. �e
histograms depict what percentage of the runs fall into each of the bins. In both
cases, the average service level is 80.7%, which is equal to the outcome of the Erlang
C formula. Consider the complete distribution of the service level. �e shape
of the distribution depends on the level of aggregation. For a short aggregation
length (e.g., 3 hours), the distribution is asymmetric and has a large variability,
whereas for a longer aggregation length (e.g., 24 hours), the variability decreases
and the distribution looks more like a normal distribution. �is can be explained
by the central limit theorem (see Baron and Milner 2009, Corollary 2). What
is remarkable is that the variability, even when aggregated over the whole day, is
still huge: 35% of the realizations deviate more than 5% from the average in this
example (i.e., they have a service level outside [75.7%, 85.7%]).

To account for the signi�cant variability of the service level in intervals of �nite
length, sta£ng decisions should not only be made on the basis of the expected
service level, but should also re�ect both the variability that is inherent in service
levels and the level of desired con�dence in achieving the service-level objective. To
be able to do this, we need to quantify this variability. In this section we show that
we can approximate the distribution of the service level by the normal distribution.
In the normal distribution the variability is characterized by the standard deviation.
To this end, we develop an approximation for the standard deviation.
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2.3.1 Standard Deviation Approximation

In the limit t → ∞, the service-level distribution approaches the normal distri-
bution. It is intuitively clear (and can also be observed from Figure 2.1) that the
standard deviation goes to zero in this limit. On the other hand, the standard
deviation is positive for �nite t. Furthermore, if t is large enough, the service-level
distribution cannot be distinguished from the normal distribution, according to
statistical tests for normality (see Subsection 2.3.2 for a description of such a test).
As a �rst step, we therefore consider large t and express the estimate σ̂ of the un-
known standard deviation σ in the system parameters λ, µ, s, τ , and t. We denote
that σ̂ is a function of these parameters by σ̂(·). As a next step, we show the results
of this approximation for shorter intervals.

�e central limit theorem can be used to derive the functional form of σ. �e
central limit theorem states that the distribution of the average of n independent
and identically distributed random variables, each having meanESL and standard
deviation ς , converges to the normal distribution with meanESL and standard
deviation σ = ς/

√
n. Baron and Milner (2009, Corollary 2) prove that the cen-

tral limit theorem also holds for a stochastic number of random variables. �e
contributions of the individual customers to the service level are not independent.
However, the contributions of renewal cycles are independent.

Consider a renewal process with the epochs at which an arriving customer
initiates a busy period as renewal moments. �e time between consecutive renewal
moments consists of a busy period B and an idle period I , so that the mean time
between renewals isEB +EI . �en, by Asmussen (2003, Proposition 1.4) in the
interval of length t, the number of renewal cycles converges to n = t/(EB +EI)
as t→∞.

Result for τ = 0

For τ = 0 it is possible to derive the standard deviation ς of the service level in
a renewal cycle. In this case, only the customers that arrive during the period in
which at least one server is idle, i.e., the idle period, are successfully served. Daley
and Servi (1998) give the mean and variance for the number of arrivals in a busy
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period, NB , and in an idle period, NI . �ey are

ENB =
1

1− ρ
, varNB =

ρ(1 + ρ)
(1− ρ)3

,

ENI =
Ps−1

πs−1
, varNI = 2

s−1∑
i=1

PiPi−1

πiπs−1
+
Ps−1

πs−1
−
(
Ps−1

πs−1

)2

,

where π is the steady-state distribution of the number of customers in the system
and Pi =

∑i
j=0 πj . �e service level is then given by NI/(NI +NB − 1). �e−1

comes from the fact that the arrival that initiates the busy period is included in
both periods. �e expected value of the service level follows immediately from the
renewal process and is given by

ESL =
Ps−1/πs−1

Ps−1/πs−1 + ρ/(1− ρ)
,

which is also equal to the outcome of the Erlang C formula. �e variance of the
service level in a renewal cycle can be obtained from the multivariate delta method
(Casella and Berger 2002, Subsection 5.5.4), i.e., a Taylor series expansion. Using
the most important terms in the series expansion, the variance simpli�es to

ς2 ≈ varNI

(ENI +ENB − 1)2
− 2

ENI varNI

(ENI +ENB − 1)3

+
(ENI)2(varNI + varNB)

(ENI +ENB − 1)4
.

Finally, the mean length of the renewal cycle equals (ENI + ENB − 1)/λ, and
hence

n =
tλ

ENI +ENB − 1
,

as t→∞. �e standard deviation is then approximately given by σ = ς/
√
n.

A special case is the M/M/1 queue, for which these expressions can be simpli-
�ed toESL = 1− ρ, ς2 ≈ ρ(1 + ρ)(1− ρ), n = tλ(1− ρ) and σ2 ≈ (1 + ρ)/(µt).

In Steckley et al. (2009) an analysis is provided to approximate the standard
deviation in case τ = 0. �at approximation has to be obtained by solving multiple
sets of equations. We have extended their results by providing a closed-form solu-
tion. Both methods give exactly the same standard deviation. �is follows from
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an analytical comparison in case s = 1 and from a numerical comparison in case
s > 1.

Although this standard deviation approximation for τ = 0 has been analytically
derived, numerical results show that it is not accurate for a high utilization in an
interval of �nite length. For example, if ρ goes to one in the M/M/1 queue, the
standard deviation goes to

√
2/(µt), which is nonzero. However, one would expect

that the standard deviation goes to zero, because there is almost no variability when
the expected service level goes to zero. Di�erences are clearly noticeable for ρ > 0.5
for theM/M/1 queue. �e accuracy increases for systems with more agents. For
instance, a system with s = 10 has a perfect accuracy for ρ < 0.9. �at the accuracy
decreases at high utilization can be attributed to the application of the central
limit theorem. �e length of a renewal cycle increases as the utilization increases,
and therefore there are fewer independent renewal cycles in a �xed-length interval.
Because this approach can only be applied to systems with τ = 0, we take the
following alternative approach to approximate the standard deviation for τ > 0.

Method for τ > 0

�e method consists of generating the “real” standard deviation σ by means of
simulations for di�erent parameter combinations. We then try to �nd an approxi-
mation σ̂, such that the approximation is very accurate on all generated instances.
�e parameter combinations used in the simulations are obtained by the following
steps.

Step 1 We varied the target service level from the set {0.25, 0.50, 0.55, 0.60, 0.65,
0.70, 0.75, 0.80, 0.85, 0.90, 0.95} and the acceptable waiting time τ from
the set {1/6, 1/3, 1/2, 1, 2}.

Step 2 We varied the o�ered load ρ within the interval [0.5, 1) in step sizes of
0.001, and we �xed µ equal to 0.25.

Step 3 A unique combination of the pair (λ, s) exists for given values of ρ and µ
such that the expected value of the service level is as close as possible to the
Y/Z service level chosen in Step 1. A er this step, the s remains �xed.

Step 4 Because of the integrality constraint of s, however, the expected service
level might not be close enough to the target. For given values of ρ and
s, we generally can get arbitrarily close by changing µ and hence λ. To be
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λ µ s τ t

Lower bound 0.1 0.2 1 1/6 6,000
Upper bound 200 2 750 2 6,000

Table 2.1. Bounds of the parameter combinations used for approximating σ.

precise, we increase µ by a step size until the expected service level is greater
than the target. In this case, we halve the step size and start decreasing µ
until the expected service level is lower than the target. We continue until
we reach the Y/Z service level within the desired accuracy of 0.001. �e
only exception is that for very lightly loaded systems the s computed in
Step 3 might already be too high to ever reach the target. We ignored these
instances.

Table 2.1 lists the bounds of the parameter combinations that we have obtained
using this scheme. Note that we have a value of t = 6,000 for the aggregation
interval, which is large enough for the normal distribution to be justi�ed. In
total we have performed well over 20,000 di�erent simulations. Each simulation is
independently executed 1,000 times, out of which one simulated standard deviation
of the service level is obtained. Again, the warm-up period is 24 hours.

In this way we have the standard deviation for a wide range of parameter
combinations. �e goal is to construct a function σ̂ that can very accurately �t the
data.

Result for τ > 0

Motivated by the simulation results for a �xed service level and acceptable waiting
time, we deduce the following simple functional form to describe the data:

σ̂(λ, µ, s, τ, t) =
α(ESL, τ)
√
sµ(1− ρ)

√
t
, (2.2)

where α is a parameter that depends on the system parameters only through the ex-
pected service level and the acceptable waiting time. To approximate α, we impose
the functional form given by α(ESL, τ) = (1 − ESL)a1+a2τ × (ESL)b1+b2τ ×
(c1 + c2τ). �is speci�c form is motivated by our observations in the data and
the requirement that the standard deviation is zero in the case when the expected
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Figure 2.2. Plot of the function α dependent on the expected service level for di�erent
values of τ (in minutes).

service level is either zero or one. �e constants are determined by the least-squares
regression over all experiments. In the end, α is given by

α(ESL, τ) = (1−ESL)0.4348+0.0132τ × (ESL)1.0708+0.0776τ

× (1.6271 + 0.0339τ).
(2.3)

�e corresponding mean squared error is then 4.4 · 10−6. In addition, the mean
absolute percentage error is only 3.4%, despite the divisions by very small numbers.
�e value of the coe£cient of determination, de�ned by R2 = 1 −

∑
i(σi −

σ̂i)2/
∑

i(σi − σ̄)2, is 0.98.
Figure 2.2 shows how the value of α depends on the expected service level

and the acceptable waiting time. If the expected service level is close to its bounds
of zero or one, i.e., a really bad or an excellent customer service, the value of the
parameter α is close to zero. Also, for increasing values of the acceptable waiting
time, the parameter α decreases.

It is possible to apply this approximation to the case τ = 0 as well. �en,
we observe an increased accuracy at high utilizations, compared to the analytical
approximation for τ = 0 that loses accuracy at high utilizations. In that sense, this
approximation is an important addition to the analytical one, even for τ = 0.

Validation

To validate Equation (2.2), we simulated 200 new instances that are shown in
Figure 2.3. �is �gure shows the simulated and approximated standard deviation
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Figure 2.3. Comparison of the simulated and approximated standard deviation for the
small and large systems.

σ for the small and large systems, dependent on the utilization ρ. �e arrival rate λ
is changed from the base examples such that the speci�ed ρ is obtained. �is plot
shows that the standard deviation is well approximated for a broad range of ρ. Only
in case of an unrealistically high utilization is the standard deviation overestimated.
In these cases (ρ > 0.98), the expected service level is way below 50%, so there are
more important concerns other than a well-approximated standard deviation. �e
standard deviations increase if ρ increases up to a very high utilization before it
starts to diminish.

Next we show the generality of the approximations. We consider parameter
combinations chosen at random uniformly between the lower and upper bounds
displayed in Table 2.1. �e interval length t is chosen from [600, 6,000] instead
to allow other large intervals as well. Randomly chosen parameter combinations
can result in unstable systems. �erefore, we only considered stable systems. In
addition, we considered systems with an expected service level less than one only.
Otherwise, the standard deviation will be zero because there is no variability. A er
500 randomly selected instances, we get that the mean value of the simulated
standard deviation is 1.1 · 10−3. Moreover, we obtain a mean absolute error of 6.3 ·
10−5, and the maximum absolute error is 3.0 · 10−3. �e absolute percentage error
corresponding to this maximum is only 1.9%. We see that under all circumstances
the accuracy of the approximation is very good. For parameter values outside the
wide range of values in Table 2.1, our approximation has yet to be validated.
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Shorter Intervals

So far, we have considered large values of the interval length t. We have developed
an approximation for the standard deviation of the service level, and we have shown
that it has excellent accuracy in these cases. Moreover, the distribution of the service
level is indistinguishable from the normal distribution.

In shorter intervals the distribution will be di�erent from the normal distribu-
tion (see, e.g., Figure 2.1). �is is because there are too few busy periods in order for
the central limit theorem to provide a good approximation. Our approximation of
the standard deviation is motivated by the applicability of the central limit theorem.
Because we are looking at a stochastic number of busy periods, n, the standard
deviation will also be di�erent from σ = ς/

√
n in shorter intervals. Consequently,

our standard deviation approximation will have a lower accuracy.
To assess the accuracy of the standard deviation approximation in shorter inter-

vals, we have performed additional experiments. In Table 2.2 the results are shown
on the two examples for intervals ranging from 30 minutes up to 1,440 minutes.
�e table shows the simulated standard deviation σ, the approximated standard
deviation σ̂, and the relative di�erence between these two. �e simulations have
been performed 10,000 times for an accurate measurement. Two observations can
be made. First, as the intervals become smaller, the standard deviation becomes
larger. Second, as the intervals become smaller, the accuracy of the approximation
diminishes. Both observations were explained earlier. �ere is also a di�erence
between the large and the small system. �e approximation of the standard de-
viation is more accurate on the small system. �is is likely the result of a smaller
busy-period length, because the o�ered load is less.

2.3.2 Normal Approximation

Although the relative di�erences of the standard deviation approximation can be
quite signi�cant for small intervals, what is more important is the accuracy of the
normal approximation that uses this standard deviation approximation. As we
show in this subsection, the accuracy of the resulting normal approximation is
good. In total we get that the service-level distribution can be approximated as

SL ∼ N (ESL, σ̂2). (2.4)

�e mean of the service-level distribution is equal to the outcome of the Erlang C
formula (2.1). �e standard deviation is de�ned by Equations (2.2) and (2.3).
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Large system Small system

t (minutes) σ σ̂ ∆% σ σ̂ ∆%

30 0.260 0.372 43.248 0.218 0.278 27.750
60 0.214 0.263 22.887 0.173 0.197 13.709

120 0.166 0.186 11.785 0.131 0.139 6.309
180 0.140 0.152 8.114 0.109 0.114 3.810
360 0.103 0.107 4.546 0.079 0.080 1.295
720 0.074 0.076 2.879 0.057 0.057 0.003

1,440 0.053 0.054 2.243 0.040 0.040 0.291

Table 2.2. Accuracy assessment of the standard deviation approximation for several inter-
val lengths t.

�ere are two possible sources of error in this approximation. First, the stan-
dard deviation might not be estimated correctly. We assessed the accuracy of the
standard deviation approximation in the previous subsection. Second, the normal
distribution itself might not be a good distribution for the service level. We can
test this.

To test the null hypothesis that a sample from the unknown service-level distri-
bution comes from a distribution in the normal family, we perform the Lilliefors
test (Lilliefors 1967). �is is a goodness-of-�t test similar to the Kolmogorov-
Smirnov test, with the di�erence that the mean and variance of the sample are used
in the null hypothesis. �e test statistic is

D = max
x
|G(x)− F (x)|,

where G is the empirical cumulative distribution function estimated from the
sample, and F is the normal cumulative distribution function with mean and
standard deviation equal to the mean and standard deviation of the sample. �e
null hypothesis is rejected if the test statistic is larger than the critical value.

If we perform the Lilliefors test on the two examples, we �nd the test statistics
as shown in Table 2.3. �e values D are decreasing in the interval length t. �is
suggests that the normal distribution becomes an appropriate distribution for the
service level as the intervals become larger. However, for all intervals shown in the
table, the null hypothesis is rejected at a 5% signi�cance level.

Given that we make an error in the approximation of the standard deviation and
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Large system Small system

t (minutes) D Sim App ∆% D Sim App ∆%

30 0.220 0.405 0.330 18.449 0.206 0.506 0.456 9.741
60 0.180 0.503 0.470 6.533 0.147 0.578 0.561 2.981

120 0.123 0.580 0.569 1.934 0.082 0.638 0.635 0.497
180 0.089 0.617 0.613 0.730 0.069 0.667 0.667 0.024
360 0.066 0.669 0.670 0.060 0.049 0.708 0.710 0.284
720 0.047 0.709 0.710 0.122 0.036 0.738 0.740 0.266

1,440 0.032 0.738 0.738 0.096 0.025 0.760 0.761 0.159

Table 2.3. Test statistic of the normal approximation and comparison of the 0.1-quantile
between the simulation and the approximation for several interval lengths t.

in the approximation by the normal distribution, we are interested in the accuracy
of Equation (2.4). Motivated by the application in the next section, we assess
this accuracy by comparing the 0.1-quantiles of our approximated service-level
distribution with the empirical distribution based on simulations. If we denote by
F−1 the quantile function, then we have in the former case, for x = 0.1,

F−1(x) = ESL + Φ−1(x)σ̂,

where Φ−1 is the inverse of the standard normal cumulative distribution function.
Table 2.3 lists the results of the comparison between the simulation and the ap-
proximation, together with the relative error. From these results, we can observe
that the error decreases in the interval length t. �is is as expected because both
the standard deviation approximation and the approximation by the normal dis-
tribution become more accurate when the interval length increases. We can also
see that the approximation performs very well starting from an interval length of
120–180 minutes. �erefore, when dealing with relatively slow-changing demand,
the approximation is useful for such intervals. When arrival rates change signi�-
cantly in a short period of time, call centers o en have to divide time into smaller
intervals, typically of 30 minutes. �e approximation is not good in such cases.

2.4 Variability-Controlled Sta£ng

Sta£ng decisions that are made solely based on the expected value su�er from
the variability in the service level. Depending on a couple of factors, it is possible
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Figure 2.4. Le  plot: stairs plot of the probability that the 80/20 service level will be met
as a function of the number of agents for two values of t. Right plot: service level as a
function of the safety sta£ng level. Examples based on the large system with smin = 200.

that the target service level will be reached only 50% of the time. �ese factors
include, for instance, the level of aggregation and the expected service level. By
making better decisions, these kinds of situations can be prevented. By taking the
distribution of the service level into account, one can control the likelihood that
the target service level is met.

�e le  plot in Figure 2.4 shows the probability that the service-level objective
will be met, depending on the number of agents. From a managerial point of view,
this �gure is useful in two di�erent ways. First, for a given sta£ng level, it could be
used to show with what probability the target service level will be met. Second, for
a given target, it shows the optimal sta£ng level. �is sta£ng decision is based on
a new service-level objective. Instead of a Y/Z service level, we now get anX/Y/Z
service level. �is means that inX% of the intervals the target service level of Y/Z
will be met. �e variability-controlled sta£ng level ŝ can be calculated as follows,
taking 90/80/20 as an example:

ŝ = min
{
s ∈ N |P(N (ESL, σ̂2) ≥ 0.8) ≥ 0.9

}
. (2.5)

Remark 2.1. �e new way to do the sta£ng calculations in Equation (2.5) gen-
eralizes the way it is done in the Erlang C formula. When we take t → ∞, we
have σ̂ → 0, and the approximation of the service level by the normal distribution
becomes deterministic with valueESL. �en in Equation (2.5), the probability
P(ESL ≥ 0.8) is either one or zero. �erefore, the sta£ng level corresponding
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to theX/Y/Z service level is the same as that of the Y/Z service level for t→∞.
Also, the 50/Y /Z service level results in the same sta£ng level, for all t, as the Y/Z
service level. �is is because the normal distribution is symmetric.
Remark 2.2. It should be noted that the sta£ng level corresponding to anX/Y/Z
target can also be achieved by a Ȳ /Z̄ target, where Ȳ or Z̄ are possibly di�erent
from Y andZ . To illustrate this, consider, for example, the two cases in the le  plot
in Figure 2.4. To reach a 90/80/20 service level, we �nd ŝ = 212 for t = 1,440, and
ŝ = 215 for t = 180. �e same sta£ng levels correspond to an 84/20 and 91/20
target, respectively. �e notationX/Y/Z has several advantages. For instance, it is
immediately clear from the target description what the likelihood is of reaching the
Y/Z service level. In addition, the sta£ng level strongly depends on the interval
length t. It is di£cult to give an interpretation to Ȳ /Z̄ on the likelihood X to
reach Y/Z for di�erent lengths t.

Planning according to the variability-controlled sta£ng level comes at higher
sta£ng costs. �e minimum number of agents needed to handle all calls in a
deterministic system is smin = dλ/µe. �e planning according to the traditional
Y/Z service level leads to a higher number of agents sY/Z . �e di�erence sY/Z −
smin could be interpreted as a safety sta£ng level to provide a higher service to the
customers and is further increased to the safety sta£ng level ŝ− smin according to
the variability-controlled sta£ng of Equation (2.5). �e right plot in Figure 2.4
shows the expected service level Y /20 and the probabilityX to reach the 80/20
service level as a function of the safety sta£ng level. To reach an 80/20 service
level, a safety sta£ng level of 10 agents is needed. To reach this service level with a
probability of 90% in an interval of t = 180, the safety sta£ng level increases to
15 agents. If the call center management includes anX/Y/Z service level in their
contracts, they have to consider the additional costs for these increased sta£ng
levels in their pricing schemes.

We demonstrate the implications of our sta£ng approach on the sta£ng levels
for the large and small call centers. �e default sta£ng levels are 210 and 19 agents,
respectively. Because of the observed deviation in the service level, the traditional
80/20 service level will be met only in 55.3% and 62.6% of 24-hour intervals,
respectively. For di�erent interval lengths and di�erent target service levels, the
variability-controlled sta£ng levels are displayed in Table 2.4. �e optimal values
derived via time-consuming simulations are given in parentheses. From the table,
a couple of observations can be made. First, it is not surprising to see that the
sta£ng levels increase if the traditional target service level must be met with higher
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Large system

t (minutes) 50/80/20 90/80/20 95/80/20 99/80/20

30 210 (208) 219 (217) 220 (220) 223 (226)
60 210 (208) 217 (216) 218 (219) 220 (224)

120 210 (209) 216 (215) 217 (217) 218 (221)
180 210 (210) 215 (215) 216 (216) 217 (220)
360 210 (210) 214 (214) 214 (214) 216 (217)
720 210 (210) 213 (213) 213 (213) 214 (215)

1,440 210 (210) 212 (212) 213 (213) 213 (214)

Small system

t (minutes) 50/80/20 90/80/20 95/80/20 99/80/20

30 19 (18) 22 (22) 23 (23) 23 (25)
60 19 (19) 22 (21) 22 (22) 23 (24)

120 19 (19) 21 (21) 21 (22) 22 (23)
180 19 (19) 21 (21) 21 (21) 22 (22)
360 19 (19) 20 (20) 21 (21) 21 (21)
720 19 (19) 20 (20) 20 (20) 21 (21)

1,440 19 (19) 20 (20) 20 (20) 20 (20)

Table2.4. Variability-controlled sta£ng levels for di�erent target service levels and interval
lengths. Optimal sta£ng levels are in parentheses.

probability. Second, the smaller the intervals, the more uncertainty in service level.
Hence, generally more agents are needed as well. However, this does not hold
for the 50/80/20 service level, because the 80/20 service level will be met with a
probability higher than 50% with the default sta£ng levels. �ird, the absolute
increase in sta£ng levels is larger for the larger call center than it is for the smaller
call center. �is is because of the law of diminishing returns (see, e.g., Koole and
Pot 2011), which states that the marginal increase in service level declines in the
number of agents. An increase in expected service level is needed to ensure that
the target service level is satis�ed with the speci�ed probability. Veri�cation with
simulations shows that a good amount of these sta£ng levels are indeed optimal.
�e sta£ng levels for the examples with X < 99 are optimal for t ≥ 180, because
our approximation of the service-level distribution is very accurate. In the cases
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t ≤ 120, there is a slight over- or understa£ng of no more than two in our examples,
except forX = 99. �is justi�es the applicability of the approximations once more.

2.5 Sta£ng for Nonhomogeneous Systems

�e SIPP approach is a traditional approach that helps to determine performance
measures and sta£ng levels for time-dependent systems. In these systems the
parameters (essentially the arrival rate and number of agents) are dependent on
the time. �is is for instance denoted by theM(t)/M/s(t) queueing system. From
a practical point of view, the sta£ng levels s(t) are to remain constant within
a planning period, which typically has a duration of 30 minutes. In the SIPP
approach, a stationary queueing model, e.g., the M/M/s model, is constructed for
each planning period. Each model is then independently solved for the minimum
number of agents needed to meet the target service level.

In this section we show how our variability-controlled sta£ng approach can
be integrated in the SIPP approach. To this end, we consider a real-life example of
a large banking call center. Available data consist of call detail records from which
we can extract, among other things, the call volumes and average service time. �e
call volumes are shown in the le  plot in Figure 2.5, from 8.00 until 20.00. �e
call volumes outside this time period are negligible. �e average service time turns
out to be 2.5 minutes (µ = 0.4).

In Tables 2.5 and 2.6 we compare the traditional approach with the variability-
controlled sta£ng approach for di�erent lengths of the aggregation period equal
to 30 minutes, 6 hours, and 12 hours. For each approach, we report the number
of sta�ed agents in each 30-minute interval, and we report the expected service
level and the probability of meeting the service level aggregated over 30 minutes, 6
hours, and 12 hours.

When we apply the SIPP approach to this call center and model each 30-
minute planning period by the M/M/s queueing system, we can �nd the optimal
sta£ng levels such that in each period the 80/20 target service level will be met.
�ese sta£ng levels are displayed in the columns labeled 80/20 in Table 2.5. We
assess the performance of this sta£ng approach by means of simulations. �e
simulations are performed using 10,000 independent replications starting from an
empty system, because the call center starts empty at the beginning of the day. In
the simulations we modeled the change in sta£ng levels from one period to the
next by the so-called exhaustive discipline (see Ingolfsson 2005). �is means that



Section 2.5. Sta£ng for Nonhomogeneous Systems 29
C
al
ls
pe
rm

in
ut
e

Time
8 10 12 14 16 18 20

10

20

30

40

50

60

70

80

90

Ex
pe
ct
ed

se
rv
ic
el
ev
el

Time
8 10 12 14 16 18 20

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 2.5. Le  plot: incoming call volume by 30-minute intervals. Right plot: transient
expected service level.

agents that are still serving customers will only leave as soon as they �nish the call.
�is discipline is bene�cial to the service level in periods in which the sta£ng level
is lower than in the previous period. �at the expected service level is not reached
in each 30-minute period is because of the assumption of independent periods in
the SIPP approach (see Stolletz 2008), where waiting customers at the end of one
period are not carried over to the next period. �is e�ect is visible in the example
in Table 2.5 for periods with a signi�cant decrease in the arrival rate compared
to the former period, for example, in the period 17.00–17.30. Potentially larger
queues at the end of the former period with more agents are carried over into a
period with fewer agents. �is leads to longer waiting times in the period with
fewer agents. We can also observe this from the right plot in Figure 2.5, which
shows the transient expected service levelESL(t) for a customer arriving at time
t (see Ingolfsson et al. 2007). Even though there are periods with a good average
service level, the probabilities that the target service level will be met in the 30-
minute periods are very low. Overall, there are 1,566.5 agent hours needed for the
traditional SIPP approach without taking the variability of the service level into
account.

�e second part of Table 2.5 shows the results of the variability-controlled
sta£ng according to 90/80/20 for 30-minute aggregation intervals in each 30-
minute planning period, i.e., the length of the sta£ng period equals the length of
the aggregation interval. �is results in higher sta£ng levels and higher expected
service levels. Moreover, the probabilities of reaching the desired target service



30 Chapter 2. Service-Level Variability of Inbound Call Centers

level are brought to an acceptable level. For the same reason as in the 80/20-SIPP
approach, the variability-controlled SIPP approach does not reach the desired
probability to reach the service level in each interval.

Usually call center managers are more interested in aggregated service levels
over several hours. To integrate the length of the interval for performance mea-
surement, we apply the variability-controlled sta£ng approach for the di�erent
30-minute periods. Assume that the service levels are reported over 6-hour inter-
vals. For each 30-minute planning period we sta� according to the 90/80/20 target
service level for 6-hour intervals with the arrival rate of the respective 30-minute
period. �is planning results in sta£ng decisions for short periods due to the dy-
namics in call volumes, but takes into account the longer intervals for performance
aggregation. For aggregation intervals of 6 and 12 hours, Table 2.6 reports for
each 30-minute period the sta£ng levels and simulation results of the expected
service level and the probability that the 80/20 service level will be met. Because
the sta£ng levels are higher than the 80/20 case and lower than the 90/80/20
30-minute case, the results are also between the two cases of Table 2.5.

Furthermore, in Tables 2.5 and 2.6 the results of the aggregated performance
assessment are shown. For the aggregation of performance measures over periods
with di�erent arrival rates and sta£ng levels, we consider calls that start the service
in the respective periods. �e aggregated results show that for sta£ng according to
80/20 the probability to meet the 80/20 service level over the whole day is very low,
with a value just above 50%. On the other hand, sta£ng according to 90/80/20
for 30-minute aggregation intervals gives an excessive probability. �e results for
sta£ng according to 90/80/20 for 6-hour and 12-hour aggregation intervals lie
between these two extreme cases. More importantly, the probabilities to reach the
service level are closer to the desired values.

�e last row shows the overall agents’ hours needed. �e shorter the aggrega-
tion interval, the more agents are needed. In our example, the di�erence between
the traditional approach and a 30-minute period is 61 agent hours, i.e., working
with service goals for short intervals would need 3.89% more agent hours. When
we compare the traditional approach with the 6-hour and 12-hour periods, we �nd
an increase of 1.53% and 1.12% agent hours, respectively. Such analysis of addi-
tional costs is valuable in contract negotiations, where the call center management
now knows the costs for a shorter aggregation interval for service-level goals.
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2.6 Conclusion

In this chapter we have considered the service-level distribution beyond its ex-
pectation. When aggregated over intervals of �nite length, the service level has a
nonnegligible variability. Motivated by the central limit theorem, we have approx-
imated the service-level distribution by the normal distribution. In the normal
distribution the variability is characterized by the standard deviation. By means of
extensive numerical experimentation, we have developed an accurate closed-form
approximation for the standard deviation, depending on the length of the aggrega-
tion interval. �ese approximations for the service-level distribution turn out to
be quite accurate, also for relatively short intervals.

Using the complete distribution of the service level, it is possible to make
improved sta£ng decisions. Our variability-controlled sta£ng approach o�ers the
possibility to control the probability that the traditional target service level is met.
�is results in an X/Y/Z service-level objective. �is means that in X% of the
aggregation intervals the Y/Z target service level will be met.

Finally, we have shown, by means of an example, how our variability-controlled
sta£ng approach could be integrated in the traditional SIPP approach to deal with
time-dependent arrival rates. Because the service levels are o en aggregated over
several hours, we apply our approach in each small planning period to a longer
aggregation interval. Although the assumptions of the SIPP approach are not
justi�ed, it is clear that our approach adds value to call center management.

A possible direction for further research could be to consider more realis-
tic models, instead of the basic M/M/s queueing system. In reality, customers
are impatient and will abandon if their waiting time in the queue exceeds some
(stochastic) threshold. �is introduces the patience distribution as another param-
eter the service level depends on. Maybe abandoned customers will redial at a later
time, giving rise to two more parameters: the redial probability and the redial time
distribution. Furthermore, it has been shown (see, e.g., Jongbloed and Koole 2001,
Avramidis et al. 2004, Brown et al. 2005) that the Poisson process cannot explain all
variability in the arrival process. �e arrival rate itself could therefore be modeled
by a random variable. In addition, the service-time distribution di�ers in practice
from the exponential distribution (the lognormal distribution would be more
appropriate). It would be valuable if the dependence of all these characteristics on
the service-level distribution could be quanti�ed.
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Chapter 3

Flexible Sta£ng with Nonstationary Arrival Rates

In this chapter we consider a multi-period sta£ng problem of a single-skill call
center. �e call center is modeled as a multi-server queue in which the sta£ng levels
can be changed only at speci�c moments in time. �e objective is to set the sta£ng
levels such that a service-level constraint is met in the presence of time-varying
arrival rates. We develop a Markov decision model to obtain time-dependent
sta£ng levels for both the case where the arrival-rate function is known as well
as unknown. �e characteristics of the optimal policies associated with the two
cases are illustrated through a numerical study based on real-life data. We show
that the optimal policies provide a good balance between sta£ng costs and the
penalty probability for not meeting the service level.

3.1 Introduction

Call centers have become the central focus of many companies, as these centers
stay in direct contact with the �rm’s customers and form an integral part of their
customer relationship management. Running a successful call center operation
means managing by the numbers. One of the most important numbers in call cen-
ters is the number of agents serving incoming calls at each moment of time. Since
more than two-thirds of the operating costs can be attributed to personnel, getting
the right number of agents in place is critical in terms of both the o�ered service
and the operating costs. �is agent sta£ng problem is a complex problem in which
many issues have to be taken into account, e.g., demand forecasting, variability
in the call arrival patterns, quality of service, and �exibility of the workforce. We
refer the reader to the comprehensive surveys in Gans et al. (2003) and Akşin et al.
(2007).



36 Chapter 3. Flexible Sta£ng with Nonstationary Arrival Rates

In this chapter, we consider the sta£ng problem in a single-skill call center for
a given working day. �e inherent randomness in the call center, due to variability
in the duration of the calls and �uctuations in the call arrival rates, makes the
sta� problem complex. �e randomness is the root cause of deviations of the
performance measures from the predicted values at the moment of planning, see,
e.g., Avramidis et al. (2004), Jiménez and Koole (2004), Harrison and Zeevi (2005),
Whitt (2006), Green et al. (2007), and Robbins (2007). Traditionally, most
call center literature assumes known and constant mean arrival rates, mainly for
the purpose of tractability. However, in addition to the usual uncertainty that
is intrinsic to stochastic modeling, real call center data show that there is also
uncertainty in the process parameters. Since most performance indicators are
sensitive to �uctuations in the parameters (Ingolfsson et al. 2007), both types of
uncertainty should be accounted for in any sta£ng algorithm.

A substantial body of literature has focused on the probability distribution
of the arrival rates from a statistical perspective, see, e.g., Avramidis et al. (2004),
Brown et al. (2004, 2005), Weinberg et al. (2007), Shen and Huang (2008a,b),
Taylor (2008), Aldor-Noiman et al. (2009), and Mehrotra et al. (2010). �ese
papers mostly deal with modeling the time-varying arrival process such that the
essential features of call center arrivals are captured, e.g., a variance larger than
the mean for the number of arrivals, a time-varying arrival intensity, and nonzero
correlation between arrival counts in di�erent periods.

Sta£ng in the presence of time-varying arrival processes was analyzed �rst by
using the pointwise stationary approximation (PSA), see, e.g., Green and Kolesar
(1991) and Green et al. (2003), in which it is assumed that the arrival rates are
known, deterministic, and nonstationary. However, the PSA does not explicitly
consider nonstationary behavior that may be induced by abrupt changes in the ar-
rival rate, and it appears to perform less well in these cases. Further numerical meth-
ods have been studied by Yoo (1996), Ingolfsson et al. (2007), and Feldman et al.
(2008). �e �rst two are based on methods that solve the Chapman-Kolmogorov
forward equations by using small, discrete intervals to approximate the continu-
ously varying parameter. �e latter is based on an iterative simulation-based sta£ng
method to achieve time-stable performance.

�e case of unknown nonstationary arrival rates has been studied by Jong-
bloed and Koole (2001), Steckley et al. (2004), Harrison and Zeevi (2005), Whitt
(2006), Robbins (2007), and Liao et al. (2011). �e �rst paper mainly focuses
on the characterization of the uncertainty by providing bounds on the number of
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agents needed. �e second paper studies the impact of di�erent performance mea-
sures under this uncertainty. �e next two papers focus on �uid approximations
to determine the number of agents. �e next paper uses simulation to derive the
number of agents, whereas the last paper uses a robust programming formulation.
Characteristic to these papers is that they study the sta£ng problem under uncer-
tainty using a �xed sta£ng approach. In contrast to these papers, in our problem
there exists some �exibility to change the number of agents at �xed moments of
the working day and thus creates more �exibility.

We model the arrival process as a nonstationary stochastic process with uncer-
tain rates. Moreover, as is common in call centers, the call center operates under a
service level that constrains the waiting time for incoming calls. �e distinguishing
feature of our model is that the sta£ng levels can only be changed at speci�c mo-
ments of the day, but still have to respect the service-level constraint. We assume
that there is a �xed number of employees with a permanent contract and a number
of �exible agents that can be changed throughout the day on speci�c moments. �e
costs of using an agent di�er between the �xed and �exible agents. �e objective
is to �nd the optimal sta£ng level that minimizes the total call center operating
costs while meeting the service-level constraint. We develop a Markov decision
model that determines the optimal agent sta£ng policies in case the arrival-rate
function is both known and unknown. We conduct a numerical study in order to
illustrate the main characteristics of the optimal solutions corresponding to these
approaches. In the numerical illustration, we use real call center data and show
how the optimal policy balances the sta£ng costs and the penalty probability for
not reaching the so  constraint on the service level. Furthermore, we show how
the number of periods in which the sta£ng level can be changed a�ects the sta£ng
costs.

�e paper that is closest to our model is Mehrotra et al. (2010). In this paper
intraday updates of the call arrival rate are also allowed. �e updates are based on
the cumulative number of actual arrivals and the cumulative number of expected
arrivals. �e ratio between these numbers is used to adjust the forecast of the next
intervals. Based on the update, the new sta£ng levels in each period are updated
using the stationary independent period-by-period (SIPP) approach (Green et al.
2001). Moreover, the performance measure used in the paper is the expected
service level. In our model, we do not only look at the expected service level, but at
the whole distribution of the service level, and incur a penalty when the service
level at the end of the planning period is below a certain target. Hence, we need
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to address the e�ect of a change in the number of agents on the service level at
the next decision epoch. Clearly, the SIPP approach is not su£cient to address
this issue. Hence, we use a dynamic programming approach to assess this impact.
It is this aspect of the problem that distinguishes our model from Mehrotra et al.
(2010), but also from �exible sta£ng models in service facilities other than call
centers, e.g., Pinker and Larson (2003), Berman and Larson (2004), Bard and
Purnomo (2005), Easton and Goodale (2005), and Batta et al. (2007).

�e remainder of this chapter is structured as follows. In Section 3.2, we
describe the call center model under consideration and formulate the associated
sta£ng problem. In Section 3.3, we formulate our sta£ng algorithm for the case
of both known and unknown arrival-rate functions. In Section 3.4, we conduct a
numerical study to evaluate these two cases. We illustrate the impact of the number
of moments at which the sta£ng level can be changed, and thus the bene�ts of
�exibility in the call center. �e chapter ends in Section 3.5 with concluding
remarks.

3.2 Problem Formulation

Consider a call center to which customers arrive according to a nonhomogeneous
Poisson process with parameter λt for t ≥ 0. We assume that the call center has
st permanent agents and ft �exible agents at each time t, and onlyN workplaces
available so that st+ft ≤ N for all t ≥ 0. If upon arrival of a new customer at time
t no agent out of the st + ft agents is available, then the customer joins a queue
with in�nite bu�er capacity. In the other case, the customer is directly taken into
service by an idle agent and has an exponentially distributed service duration with
parameter µt. Queued customers are served in a �rst-come �rst-served order.

�e objective of the call center manager is to meet a service-level requirement
by varying the number of �exible agents over the day. More precisely, divide the
length of the day into m smaller intervals, each of length θ. We assume that the
arrival-rate function λt is constant over each interval and unknown. Hence, we also
take st to be constant over each interval. Let SLi represent the realized service level
over interval i = 1, . . . ,m, given by the fraction of customers that have waited
no longer than the acceptable waiting time τ upon starting service within that
interval. �e requirement of the call center is that SL, the service level over the
whole day, is at least α, where SL is computed by the average of the SLi’s weighted
by the arrival counts in each interval. �e decision variable of the call center
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manager to achieve this requirement is the variable ft that can only be changed at
epochs determined at the start of certain intervals, namely at the start of interval
t ∈ T = {1, κ + 1, 2κ + 1, . . . ,m − κ + 1}, where κ is a divisor of m. Hence,
the variable ft is �xed for a longer period than λt and st, and needs to take into
account the variability inherent to these variables. �is is especially challenging
since the arrival-rate function is not known.

�e problem as described above is common in call centers. It is not realistic
to assume that the number of �exible agents is changed continuously over time.
�e assumption that λt is constant over small time intervals is also not unrealistic,
since this is usually the result of data estimation and forecasting procedures that
approximate the true arrival-rate function when the interval length is small. We
assume that the permanent agents have a cost c1 per unit of time for each agent,
and that the �exible agents cost c2 per unit of time for each agent, with c2 > c1.
Note that for any given sta£ng policy, one cannot guarantee that the constraint
SL ≥ α is always met at the end of the day, due to randomness. When the service
level at the end of the day is not met, we impose that the call center manager incurs
a penalty P . We model this service-level constraint as a so  constraint. With these
additional cost de�nitions, the problem under study becomes:

min
m∑
i=1

(c1siθ + c2fiθ) + P1{SL<α}

subject to

ft = ft+1 = · · · = ft+κ−1, ∀t ∈ T ,
st + ft ≤ N, t = 1, . . . ,m,

ft ∈ N0, t = 1, . . . ,m.

3.3 Solution Approach

In order to solve the call center sta£ng problem, we cast the problem as a �nite-
horizon Markov decision problem on epochs T . However, several simplifying
approximations are required for purposes of implementation. We refer to Subsec-
tion 3.3.1 for an exact formulation that solves the problem theoretically.

Let X denote the state space, where at epoch t ∈ T the state xt ∈ X denotes
the service level realized up to epoch t, i.e., xt =

∑t−1
i=1 λ̃iSLi/

∑t−1
i=1 λ̃i for t ∈ T ,
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where λ̃i is the value of λi derived from the observed arrival counts. Normally, the
state space would be modeled by [0, 1], however, we discretize the state space toX =
{0, 1/ω, 2/ω, . . . , 1}, where the parameter ω controls how well the continuous
state space is approximated. �e realized service level at each epoch is rounded
down to the nearest value in the new state space.

Let the action space be denoted by At = {0, . . . , N − s̄t}, where s̄t =
max{st, st+1, . . . , st+κ−1}. Action at ∈ At means that the call center manager
schedules at = at+1 = · · · = at+κ−1 �exible agents at epoch t a er observing xt.

Note that the de�nition of the state space is such that the Markov property
does not hold. �erefore, it is impossible to give exact transition probabilities.
Given that the service level xt is known, we simulate the system to obtain the
service level xt+κ, given that st + at, . . . , st+κ−1 + at+κ−1 agents are available.
We assume that at the beginning of each interval t, the system with arrival rate
λt, service rate µt and st + at agents has reached stationarity, which is not an
unrealistic assumption when changes in the dynamics are not too severe. Starting
from a steady-state situation, we apply simulations for the duration of an interval
to obtain the service-level distribution. �en, by convoluting this distribution over
the κ intervals, we derive the distribution for the next epoch. �is approach has
the advantage that we can simulate the transition probabilities up front for each
combination of xt and at. Hence, we can store a table with combinations of xt and
at that give pt(xt, at, xt+κ), i.e., the probability of moving from state xt to xt+κ
when action at is chosen.

Finally, the direct costs are given by ct(xt, at) =
∑t+κ−1

i=t (c1siθ + c2aiθ +
P1{i=m}1{SL<α}). �e �rst and second terms are related to the sta£ng of perma-
nent and �exible agents. �e last term corresponds to the penaltyP that is incurred
if the service level at the end of the day is not met.

�e tuple (X ,A, p, c) completely describes the Markov decision process for
this problem.

Note that in the problem above, the values of st are given. However, in practice,
the values for st would be obtained by having an estimate of the values of λt for
the speci�c day. �is would typically be done in light of long-term personnel
planning by using the Erlang C formula. �e decision variable at can then be seen
as short-term planning that adjusts for deviations of this estimate. It is worthwhile
to mention that the use of the Erlang C formula for deriving values for st is not
optimal in general (see Section 3.4 for some examples), but provides a good starting
point for the sta£ng problem at hand.



Section 3.3. Solution Approach 41

In the description of our algorithm, we mention that at epoch t we de�ne
the state xt as the realized service level up to epoch t. �is service level is easy
to compute, since the arrival counts in intervals i < t are known. At epoch t
we also need the values λi for i ≥ t to determine the optimal actions. However,
these values are unknown and need to be obtained via an estimation procedure.
Note that this estimation procedure can be di�erent from the procedure used to
determine the values of st, since the realized values up to epoch t can be used as well
and provide better information on the future values of λt. Examples of estimation
procedures can be found in, e.g., Avramidis et al. (2004), Shen and Huang (2008b),
and Aldor-Noiman et al. (2009).

3.3.1 Exact Solution

In this subsection, we formulate a discrete-time Markov decision problem for our
original continuous-time problem. We only discretize time into small intervals,
but make no other approximation. Hence, the formulation is nearly exact for small
time intervals, and thus computes nearly optimal policies for the original problem.
We denote the length of a time interval by 1/η, thus every 1/η time units the system
is observed.

In order to model the transitions of the system a er each observation, we need
a large state space that contains all information to calculate the next state. Hence,
de�ne the state space X to consist of tuples (n, sc, sd,m, z, w1, . . . , wn). In this
tuple, n ∈ N0 denotes the number of customers in the system at the time of an
observation. �e realized waiting times of each of the n customers at the moment
of observation is given by w1, . . . , wn ∈ R+. We will adopt the convention that
customers in service have a waiting time of zero. Further, let sc ∈ N0 denote the
number of servers currently in use, and sd ∈ N0 the number of servers that is
desired to have. �e service level can be computed by the ratio of z ∈ N0, the
number of customers served within τ time units, and m ∈ N0, the number of
customers served. �ese variables are su£cient to model the state transitions in a
Markovian way. Hence, the dynamic programming backward recursion formula
becomes:

ηVk+1(n, sc, sd,m, z, w1, . . . , wn) = c1sk + c2(sc − sk)
+ λ1{sc<n}Hk(n+ 1, sc, sd,m, z, w1, . . . , wsc , wsc+1 + 1/η, . . . , wn + 1/η, 0)

+ λ1{sc=n}Hk(n+ 1, sc, sd,m, z, w1, . . . , wn, 0)
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+ λ1{sc>n}Hk(n+ 1, sc, sd,m+ 1, z + 1, w1, . . . , wn, 0)

+ µsc1{sc=sd}1{sc<n}
[
Hk(n− 1, sc, sd,m+ 1, z + 1{wsc+1+1/η<τ},

w2, . . . , wsc , 0, wsc+2 + 1/η, . . . , wn + 1/η)
]

+ µsc1{sc>sd}1{sc<n}
[
Hk(n− 1, sc − 1, sd,m, z,

w2, . . . , wsc , wsc+1 + 1/η, . . . , wn + 1/η)
]

+ µn1{sc=sd}1{sc≥n}
[
Hk(n− 1, sc, sd,m, z, w2, . . . , wn)

]
+ µn1{sc>sd}1{sc≥n}

[
Hk(n− 1, sc − 1, sd,m, z, w2, . . . , wn)

]
+
(
η − λ−min{n, sc}µ

)[
1{sc≥n}Hk(n, sc, sd,m, z, w1, . . . , wn)

+ 1{sc<n}Hk(n, sc, sd,m, z, w1, . . . , wsc , wsc+1 + 1/η, . . . , wn + 1/η)
]
.

�e index k counts the number of intervals to go until the end of the complete
period, the last interval. �e �rst two terms describe the cost of using sk permanent
and sc− sk �exible agents. If upon arrival, the number of servers currently in use is
less than n, then there are n− sc customers in the queue. Hence, these customers
add 1/η time units to their waiting time (term 3). If sc = n, then everyone is in
service, and the arriving customer has to wait (term 4). If sc > n, then there are idle
servers. Hence, an arriving customer is served immediately and satis�es the service
level directly as well (term 5). �e next two terms, terms 6 and 7, model the case
where a customer leaves the system when there are customers waiting in the queue.
�e �rst case is where the number of servers currently in use is equal to the desired
number. Hence, 1/η is added to the waiting times and sc remains unchanged.
When the customer is taken into service, then the service level is also adjusted. �e
second case is when sc is higher than sd, then additionally sc is decreased by one
and no customer is taken into service (thus, the service level is not updated either).
Terms 8 and 9 model a similar situation, however, in this case there are a su£cient
number of servers available so that no customer is waiting. Hence, the waiting
times are not adjusted and neither is the service level. �e �nal terms deal with the
similar cases in which no event occurs within the interval. Hence, only the waiting
times are updated when sc < n.

In the dynamic programming backward recursion formula, we have adopted
the notationH for the action operator. �is action operator is equal to V for all
intervals k that are not a decision epoch, i.e., k /∈ T . However, for all k ∈ T , we



Section 3.4. Numerical Experiments 43

have that

Hk(n, sc, sd,m, z, w1, . . . , wn) = min
l∈N0

{
{Vk(n, sc, l,m, z, w1, . . . , wn) | l < sc}

∪ {Vk(n, l, l,m, z, w1, . . . , wn) | l ≥ sc}
}
.

�e �rst set in the minimization models the case in which the number of servers
is decreased, hence sd is adjusted. �e second set models the case in which the
number of servers is increased. Since this happens immediately, both sc and sd are
set to the desired level.

Finally, we �nish the model by describing what happens at the last interval.
In this case, we can evaluate the realized service level and compare it to α. If the
service level is not met, then a penalty ofP is incurred, and otherwise no additional
cost is incurred. �is is given by the following equation:

ηV0(n, sc, sd,m, z, w1, . . . , wn) = c1sk + c2(sc − sk) + P1{z/m<α}.

3.4 Numerical Experiments

In this section we show the characteristics of the optimal policies by means of
numerical experiments. �e parameters of the experiments are based on real-life
data, or otherwise chosen to represent parameters that can be found in practice.
We start with an example that demonstrates the bene�ts of the �exibility in sta£ng.
�is example assumes a known and constant arrival rate.

Remark 3.1. In order to evaluate the optimal policies, we apply independent
simulations. We mainly focus on two performance measures: the total sta£ng
costs and the probability that a penalty is incurred if at the end of the day the
service level is lower than the target. Because the penalty probability is extremely
small, many simulations are necessary to obtain an accurate estimate, see, e.g.,
the topic of rare-event simulation in Asmussen and Glynn (2007). For instance,
for a probability p = 0.01 and a 95% con�dence interval with half-width equal
to 0.1p, the number of simulations should be at least n = 40,000. We perform
n = 1,000,000 simulations, which can be calculated within a few seconds. We
present the half-width of the 95% con�dence intervals between parentheses, but
omit con�dence intervals for values that have a negligible half-width.
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3.4.1 Constant Arrival Rate

Consider a call center with no �exibility, i.e., only a �xed number of agents are
scheduled for the whole time horizon. �e arrival rate is λ = 3 per minute and the
service rate is µ = 0.2 per minute. �e acceptable waiting time is τ = 1/3 minute
(20 seconds). Based on these parameters, the Erlang C formula tells us that we
need s = 19 agents in order to meet the 80% service-level target. Each agent costs
c1 = 1 unit per minute. Suppose that the call center operates for a time horizon of
T = 720 minutes (12 hours). �e call center starts empty, and waiting customers
at the end of the time horizon are ignored.

With these parameters the costs for sta£ng are C = 1 · 19 · 720 = 13,680.
However, despite the fact that the expected service level is above 80% as predicted
by the Erlang C formula, simulations show that the realized service level is in
many cases below 80%. With probability 0.34 the service level falls below the
required target and hence a penalty is incurred. �is phenomenon that the service
level is not always reached in a �nite-time horizon is discussed in Chapter 2. One
way to deal with this problem, without �exibility, is to try a higher sta£ng level.
With s = 20 the costs for sta£ng are increased to C = 14,400. Furthermore, the
probability that a penalty is incurred is reduced to only 0.03.

We now allow �exible agents. We have a base sta£ng level of s = 19 for the
whole time horizon. Each 30 minutes there is the opportunity to add �exible agents
(i.e.,m = 24, θ = 30, and κ = 1), against a cost of c2 = 1.2 units per minute per
agent. When choosing to do so, the extra agents are immediately available. We
take N = 30, which is su£ciently large for this example. Furthermore, we incur
a su£ciently high penalty of P = 106 for failing to meet the target service level
at the end of the day. �e state space is discretized according to ω = 400. �e
transition probabilities pt(xt, at, xt+κ) are determined from 10,000 sample path
simulations for each action at. By application of our method we �nd the optimal
policy. Evaluation by means of simulations shows that the costs for sta£ng are
C = 14,192 and that the probability of a penalty is 0.0018 (8.4 · 10−5). �is is a
considerable improvement in both sta£ng costs and penalty probability compared
to sta£ng 20 agents with no �exibility.

�e optimal policy is displayed in the le  plot in Figure 3.1. �is �gure should
be interpreted as follows. For a decision moment at time t, and given a realized
service level up to t, the number of �exible agents sta�ed is given by the �gure. �e
optimal policy suggests that in some cases 30 agents should be scheduled (a base
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Figure 3.1. Le  plot: the optimal policy for the example with a constant arrival rate. Right
plot: boxplots of the service level at a decision epoch.

sta£ng level of 19 plus 11 �exible agents). With so many agents, the probability
to reach a service level of one in a 30-minute interval is already close to one. �e
large white area below the curve denotes pairs of time epochs and service levels
that always result in an expected service level lower than the target. Hence, no
�exible agents are sta�ed.

�e right plot in Figure 3.1 shows boxplots of the service level at a decision
epoch. �e small circles are outliers, where an outlier is de�ned as a data value more
extreme than 1.5 times the interquartile range. �is �gure shows that the average
service level nicely converges to approximately 0.85. Moreover, the variability
greatly diminishes over time, and outliers are becoming more sparse.

Value of Flexibility

It is clear that sta£ng only a few �exible agents at the right moments keeps both
the sta£ng costs and the penalty probability low. In the previous example we could
vary the number of sta�ed �exible agents each 30 minutes. Allowing �exibility on
this time scale might not be possible for all call centers. Also, the optimal policy was
not restricted by the number of available workplaces. �erefore, we are interested
in the e�ect of di�erent levels of �exibility on the performance measures.

Figure 3.2 shows how the sta£ng costs depend on the frequency with which
decisions can be made and on the number of available workplaces. �e sta£ng
costs in the le  plot increase up to a maximum of C = 15,840, which is attained
at sta£ng 22 agents for the whole day of 720 minutes. �is plot shows that large
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Figure 3.2. Value of �exibility.

improvements can be obtained if the call center can react on a small time scale. But
there is also a signi�cant gain if the call center can only adjust the sta£ng level once
a day, a er 360 minutes, since this reduces the sta£ng costs to C = 15,456. �e
right plot shows that most of the improvement comes from the �rst few �exible
agents. �e plot starts from a minimum of 21 workplaces, because with only 20
available workplaces there will always be a considerable penalty probability of 3%.
With 21 workplaces, the sta£ng costs will be relatively high compared to a larger
number of available workplaces, since the �exible agents are almost always used.

3.4.2 Time-Dependent Arrival Rate

We now consider a call center with a time-dependent arrival rate. We still assume
that the arrival rate is known. In Figure 3.3 the typical pattern of arrivals over the
day is depicted. Here we model the arrival rate as a piecewise constant function,
where each interval equals 15 minutes. All other parameters related to the model
remain the same. Based on the stationary Erlang C formula, we �nd the base
sta£ng level in each interval such that the target will be met. �ese sta£ng levels
have the same shape as the arrival rate. Performance assessment concludes that
with no �exibility the sta£ng costs are C = 12,855 and that the probability of
failing to meet the target service level at the end of the day is 0.18. When sta£ng
one agent more in each interval, the penalty probability is reduced to 0.01, but the
sta£ng costs are then C = 13,575.

With the opportunity to add �exible agents we can improve this situation. We
assume that decisions about �exible agents can only be made each consecutive 30
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Figure 3.3. �e time-dependent arrival rate.
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Figure 3.4. Le  plot: the optimal policy for the example with a time-dependent arrival
rate. Right plot: boxplots of the service level at a sta£ng period.

minutes, and that we have a limited number of available workplaces of N = 30.
�is implies, e.g., that we can only choose up to 5 �exible agents in the time periods
[210, 240) and [240, 270), since there are already 25 permanent agents scheduled
at [225, 255). All other parameters related to our method and performance assess-
ment remain the same. When we apply our method we �nd the optimal policy
as shown in Figure 3.4. �e corresponding costs for sta£ng are C = 13,101 and
the probability of a penalty is 0.0062 (1.5 · 10−4). Again, this is a considerable
improvement. It is astonishing to notice that this performance can be achieved by
requiring on average 6.8 �exible agents at the right moments, which corresponds
to only 3.4 agent hours.

�e optimal policy reveals a very interesting characteristic. Until 120 minutes,
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no �exible agents are needed at all. �is is, of course, due to the low arrival rates at
the beginning of the day, which means that the realized service level up to 120 min-
utes is not that important. Consequently, this provides an excellent opportunity
to better estimate the arrival rate in the remainder of the day, in case the arrival
rate is unknown.

�e right plot in Figure 3.4 shows boxplots of the service level at the beginning
of each 15-minute sta£ng period. Most notably from this �gure is that the whiskers
extending from the bottom of the boxes are becoming shorter. �ere are hardly
any realized service levels below the 80% service-level target at the end of the day,
which demonstrates that our method works well for this example.

Optimal Permanent Agents

Although the focus of this chapter is on �exible agents, we do make a short remark
about the choice of the permanent agents. �e �exibility of adding agents at
the decision epochs can, and should, be taken into account when making a long-
term planning of the permanent agents. Our method can also be used to do this.
Consider for example the following heuristic approach. Start with the vector s
such that si = min{k ∈ N | k > λi/µi} for i = 1, . . . ,m. �at is, the number
of agents in each interval is higher than the o�ered load, but as small as possible.
Apply our method to �nd the policy π(s) and the corresponding costs Cπ(s). �e
next step consists of adding a permanent agent to exactly one interval, namely
the interval that will result in the largest decline in costs. Let s + ei denote the
vector with an additional agent at interval i, and let j = arg mini=1,...,mC

π(s+ei).
�en, if Cπ(s+ej) < Cπ(s), update s to s + ej . Continue this iteration until no
improvement can be found anymore.

We use this heuristic approach on the previous example with the time-depen-
dent arrival rate. All parameters remain the same, with the exception of P . We
increased the penalty to P = 1012 in order to keep the penalty probability low. We
�nd the optimal policy similar to the one in Figure 3.4. However, due to an overall
decrease in the number of permanent agents, the sta£ng costs turn out to be much
lower. �ey are C = 12,935, and the penalty probability is 0.0099 (1.9 · 10−4).
More �exible agents are used now to reach the target service level. On average 18.5
�exible agents are needed for speci�c 30-minute intervals per day.

In Table 3.1, the number of permanent agents is given for each 15-minute
interval. �is table compares the heuristically optimal sta£ng levels with the base
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Base 8, 9, 9, 10, 11, 12, 14, 15, 17, 18, 19, 21, 22, 23, 24, 25,
25, 24, 23, 23, 22, 22, 23, 23, 24, 24, 24, 23, 22, 21, 20, 20,
19, 19, 19, 19, 19, 19, 18, 17, 15, 14, 12, 11, 10, 9, 9, 8

Optimal 7, 7, 8, 9, 10, 11, 13, 15, 16, 17, 19, 21, 23, 24, 25, 25,
25, 25, 24, 23, 22, 22, 23, 23, 23, 23, 24, 23, 22, 21, 20, 19,
18, 18, 18, 18, 19, 18, 16, 15, 13, 11, 9, 8, 7, 6, 6, 6

Table 3.1. �e number of permanent agents.

sta£ng levels, where in each interval the target service level will be met according to
the Erlang C formula. In most of the intervals, the optimal number of permanent
agents is lower, which indicates that the availability of �exible agents is better
utilized when necessary. Sta£ng is higher in �ve intervals with a high arrival
rate. �is ensures a higher expected service level in these intervals, and possibly
compensating for other intervals of lesser importance. It is interesting to note that
the last couple of intervals are really understa�ed. �is is due to the fact that the
realized service level can only be changed very limitedly near the end of the day.

3.4.3 Unknown Arrival Rate

In most practical situations the real arrival rate λt is not known. What is available is
a best estimate λ̂t that is estimated or forecast from historical data. It goes without
saying that if this estimate is accurate (λ̂t is close to λt) our method works well,
in the sense that the service-level requirement will always be achieved, because
it reduces to the case of a known arrival rate. What we are interested in is the
performance in case the arrival-rate estimate is inaccurate.

As more information becomes available over the course of the day, our algo-
rithm updates the arrival-rate estimate. In practice this can be done quite accurately,
since large databases with historical arrival rates are available, and sophisticated
updating procedures can be used (see, e.g., Shen and Huang 2008b). However,
what we will show is that even with no knowledge of previous arrival rates, and
therefore using a very basic updating method, our algorithm works just as well.
�e updating method under consideration is the historical proportion method
(Shen and Huang 2008b), which works as follows. At decision epoch t ∈ T
calculate the ratioR between the realized and estimated arrival rates up to t, i.e.,
R =

∑t−1
i=1 λ̃i/

∑t−1
i=1 λ̂i. �en, update the estimate for the remainder of the day:
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λ̂′i = Rλ̂i, i = t, . . . ,m. �is new estimate, together with the realized arrival rate,
is then used to give an updated optimal policy.

As a result of this updating procedure, we need to evaluate the optimal policy
multiple times per day. �is computation takes roughly one minute to carry out,
namely we update 24 times a day for a calculation that runs for approximately a few
seconds. Hence, an accurate evaluation by means of extensive simulations becomes
hardly doable if n = 1,000,000 (see also Remark 3.1). �erefore, we have to settle
for less accuracy in our simulations with n = 1,000. Also, the state space is now
discretized according to ω = 200. As in the examples before, we take N = 30, a
penalty of P = 106, and allow �exible agents each consecutive 30 minutes.

In our experiments, we consider several cases with respect to the pattern of
the arrival rate. In the �rst example the estimated arrival rate is the real arrival
rate multiplied by a constant scalar, λ̂t = λt · β. In the second and third exam-
ples we correctly estimate the arrival-rate pattern, but we make a �xed under- or
overestimation, λ̂t = λt + β, with β = −0.5 and β = 0.5. Finally, the fourth and
� h examples are examples with a wrongly estimated pattern, λ̂t = λt · βt, with
βt = 1− 0.005t and βt = 1 + 0.005t. �at is, the estimate becomes increasingly
more wrong. In all examples, the true arrival rate is the one shown in Figure 3.3.

For a fair comparison between the performance of the di�erent examples, we
use the same number of permanent agents in each interval across the examples,
which is the number determined by the Erlang C formula using λt, µ = 0.2,
τ = 1/3, and α = 0.8 in each interval (i.e., the base sta£ng levels). A reason
against using the Erlang C formula with λ̂t is that in the overestimated situations
the server costs would be high and the penalty probabilities low, even without
using �exible agents. Moreover, from the previous examples we have seen that the
base sta£ng levels do require �exible agents in order to balance the server costs
and the penalty probability.

�e results of the experiments are shown in Table 3.2. �e results for the �rst
example are independent of β, because the β disappears in the updated estimate
a er the �rst epoch. As the day progresses, the estimate for the remainder of the
day naturally becomes more accurate. Hence, this example can be seen in light of
the previous example with a known and time-dependent arrival rate, though with
more uncertainty. �e results are also very similar. �e underestimation of the
arrival rate in the second example actually becomes an overestimation, because of
the updating method. �erefore, more �exible agents are used resulting in higher
server costs, a higher service level and a decrease in penalty probability. �e third
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Example Service level Server costs Penalty probability

1 0.853 (0.002) 13,100 (24) 0.024 (0.009)
2 0.874 (0.002) 13,903 (31) 0.018 (0.008)
3 0.855 (0.002) 13,140 (30) 0.007 (0.005)
4 0.851 (0.002) 13,067 (28) 0.031 (0.011)
5 0.865 (0.002) 13,245 (25) 0.004 (0.004)

Table 3.2. Results of experiments with an unknown and time-varying arrival rate.

example is exactly the opposite, in the sense that for most intervals the arrival
rate will be underestimated. However, an overestimation will still happen in the
last ten intervals. �is example shows that our method works by adapting only
when the service level is too low. �at the penalty probability is low is due to the
overestimation in the intervals at the end. Examples four and �ve show results
as could be expected for under- and overestimated arrival rates. �at the penalty
probability is not equal to zero is due to some of the simplifying approximations
such as the choice of the state space, and the basic updating method.

3.5 Conclusion

In this chapter we have shown that signi�cant improvements can be obtained by
introducing �exible agents. �e improvements are expressed in the form of lower
sta£ng costs or a lower probability of failing to meet the service-level target at the
end of the day, compared to the traditional approach that does not exploit this
�exibility. Numerical experiments showed that our approach works remarkably
well, even in the case of an unknown and time-varying arrival rate, with a forecast
that is not necessarily accurate.

We model the call center as a Markov decision process in a nontraditional
manner where our state variable denotes the service level as opposed to the number
of customers in the system. �e transition probabilities are, due to the complexi-
ties of calculating them exactly, obtained via simulations. �is allows us to look
further than (nonhomogeneous) Poisson arrivals and exponential service times.
As more information becomes available over the course of the day, we make use of
a better estimated arrival rate to update the optimal policy. In the same way, we
can also update the service-time distribution. �e case of agent absenteeism (e.g., a
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permanent agent is scheduled to work, but did not show up) is easily handled by
decreasing the number of permanent agents st. �e absent agent will be taken care
of by a �exible agent, if that turns out to be necessary.

Our approach is highly relevant to call center practice. Uncertainty in call
arrivals demands �exibility from a call center to guarantee good performance
without incurring excessive sta£ng costs. In practice, many call centers indeed
have this �exibility. Flexibility in the workforce is achieved by, e.g., managers
that help answering telephone calls during busy periods, or due to people that
are �exible in their working hours, and can be requested to work on an ad-hoc
basis with �exible contracts, such as students and agents that work from home.
Additional �exibility can be obtained at the moment a shi  of an agent ends and
that agent can be requested to work overtime. �is is practically relevant, since
we observe that the demand for �exible agents increases at the end of the day, see
Figure 3.4. �e algorithm in this chapter exploits this �exibility in call centers in
an easily implementable fashion, and therefore has the potential to be integrated
in workforce management so ware of call centers.



Chapter 4

Service-Level Distribution ofMulti-Server Queues

In this chapter we obtain the distribution of the service level a er a �nite time.
We approach the problem in two ways. First, we approximate the distribution by
studying a time-average approach using Lévy processes. Second, we provide an
exact approach based on customer averages by developing a discrete-time Markov
chain. We illustrate how these methods can be used in practical settings by applying
the techniques to a call routing problem in a multi-site call center setting.

4.1 Introduction

It is common that the focus in service operations management is on the perceived
user quality of the provided service. �is user quality is commonly expressed as
a service-level agreement, e.g., the fraction of customers that wait no longer than
a certain acceptable waiting time should exceed a speci�ed target (SL). Models
that are used for planning in such systems generally deal with the expected service
level in steady state. However, many systems operate over periods of �nite length,
usually no longer than 24 hours. In such small periods, the service level has a
large variability, prohibiting the use of the steady-state performance measures, see
Chapter 2. �erefore, it is natural to studyP(SL(t) ≤ x), i.e., the probability that
the service level achieved over a �nite period of length t is less than or equal to
x ∈ [0, 1].

It is important to note that the randomness in the service level is due to short
time-scale variations, rather than the initial distribution at the start of the inter-
val. For example, assume that the system is stable and that the initial position is
according to the stationary distribution. Common transient performance metrics,
such as the waiting time of customer n, are straightforward to obtain since they
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follow the same stationary distribution for every n. For the analysis of service-level
variability we cannot rely on traditional transient analysis or mixing times. Despite
the prime importance in practice, the performance analysis over a period of �nite
length has received hardly any attention in the literature.

�e literature on the variability in the service level is limited to Baron and
Milner (2009) and Steckley et al. (2009). �ey study only the limiting behavior of
the service-level distribution. In the limit, the service level is shown to converge to
a normal distribution, and they provide a way to compute the standard deviation of
the normal deviation. In Chapter 2 a �rst step is provided to determine the service-
level distribution in periods of �nite length. Based on a normal approximation and
extensive numerical experiments the standard deviation is determined in closed
form.

An alternative way to study the service-level distribution is by studying the
time-average equivalent, i.e., the fraction of time that the virtual waiting-time
process is at or below the acceptable waiting time. Due to PASTA this converges
in the limit to the customer-average service level. �is is not a standard transient
performance measure in the queueing literature, but has received some attention in
the context of Brownian motions and di�usions. In this context, such measures are
usually referred to as the occupation time. Most studies concern occupation times
for Brownian motions (see, e.g., Dassios and Wu 2011) and Brownian motions
with dri  (see Doney and Yor 1998, Pechtl 1999). More recently, the occupation
time has been derived for one-dimensional di�usions (see Pitman and Yor 2003).
It is di£cult to apply these results to address our problem, since the virtual waiting-
time process typically has a dri  (except for heavy tra£c), and re�ection in zero
for single-server queues. For multi-server queues the behavior in zero is even more
involved.

Another related performance measure may be found in reliability theory, where
interval availability is considered. In reliability theory the system is o en assumed
to be in “up” or “down” states and the interval availability is de�ned as the fraction
of time during a period of length t that the system is “up”, see, e.g., Hosford (1960),
Barlow and Hunter (1961), Rubino and Sericola (1992), or the survey Smith et al.
(1997), and references therein. Related is the transient analysis of the amount
of tra£c generated by bursty sources, which is of interest for packet-switched
communication systems (Mandjes and Van Uitert 2000). An important special
case is the two-state system, where the corresponding analysis strongly builds on
results of alternating renewal processes (Takács 1957). Although the underlying
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models for service-level distributions are completely di�erent, results on alternating
renewal processes also provide a key starting point for our analysis in Section 4.3.

�e contribution of this chapter consists of the following. First, we derive a
double Laplace-Stieltjes transform of the occupation time of the virtual waiting-
time process. Second, we provide the standard deviation of the occupation time in
the limit. From numerical experiments we gain the insight that the distribution is
typically not a normal distribution on small time scales, and large-scale systems may
su�er signi�cantly from service-level variability, which seems counter-intuitive
from the principle of economies of scale. Next, we formulate an embedded Markov
chain in which the service-level distribution is addressed directly, and allows the
use of Markov chain machinery for analysis. Finally, we demonstrate how practical
control problems can be addressed in Markov decision processes.

�e remainder of this chapter is organized as follows. In Section 4.2 we intro-
duce the model. In Section 4.3 we analyze the distribution of the time-average
service level by means of a double Laplace-Stieltjes transform. In Section 4.4 we
formulate an embedded Markov chain for the customer-average service-level distri-
bution. In Section 4.5 we illustrate how the techniques can be applied in practice.
We end the chapter in Section 4.6 with concluding remarks.

4.2 Model Description

Consider the M/M/s queue with arrival rate λ, service rate µ, and s servers. Let τ
denote the acceptable waiting time, and de�ne ρ = λ/(sµ) as the load per server.
It is well-known that, for ρ < 1, the mean service level is given by the stationary
distribution of the waiting time:

ESL = P(W ≤ τ) = 1− C(s, sρ)e−sµ(1−ρ)τ , (4.1)

where C(s, sρ) is the probability of delay. �is waiting-time probability may be
interpreted as observing the system over a very long time (long-run average) or by
considering the waiting time of an arbitrary customer when the system is in steady
state. In practice, one is o en interested in the system behavior over �nite-time
intervals. Because we consider an a.s. �nite number of customers with dependent
waiting times, the steady-state results do not apply. In particular, these �uctuations
over short intervals imply that the fraction of customers waiting no longer than τ
time units will be a nondegenerate random variable, whereas ρ ≥ 1 may give rise
to a nondegenerate random variable as well.
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In addition to the customer average, as in the SL de�nition, one may also
consider the time average, i.e., the virtual waiting-time process. For single-server
queues, the workload is the natural equivalent of the virtual waiting time. We like
to emphasize that the performance of the virtual waiting-time process over �nite
intervals is a relatively unexplored area in the transient analysis of queueing systems,
despite the natural fact that the human perception of performance is based on a
�nite sample of past performance.

4.3 Occupation Time of the VirtualWaiting-Time Process

In this section, we are interested in the fraction of time that the virtual waiting time
is at or below τ , which will be called the occupation time, in line with the di�usion
literature. Note that the results may also be of particular interest for single-server
queues, in which case the virtual time corresponds to the workload. We consider
the virtual waiting time over a �nite period (0, t], yielding that the time at or below
τ is a random variable. For the analysis of this random variable, let {V (t), t ≥ 0}
be the virtual waiting-time process. We are interested in

X(t) =
∫ t

0
χ(u)du,

where χ(u) = 1{V (u)≤τ} and 1{·} is the indicator function. �e random variable
X(t)/t is thus the proportion of time that the virtual waiting-time process is at or
below τ during (0, t]. Note that, due to PASTA, the limiting distribution of the
time average limt→∞ X(t)/t equals the (customer-average) limiting distribution
of the service level.

�e virtual waiting-time process in anM/M/s queue is closely related to the
virtual waiting-time process in an M/M/1 queue. In case V (t) > 0 all servers
are occupied and the total rate of service is equal to sµ, as opposed to µ in the
M/M/1 queue. �ere is a di�erence when V (t) = 0. �is case corresponds to an
idle period, de�ned as the time from the moment s− 1 servers are occupied until
the moment all servers are occupied again. In Figure 4.1 an example is shown of
V (t). We note that the notation will be introduced later. �e jumps correspond to
arrivals where the jump sizes are the times between service completions and are
thus exponential with rate sµ.

For the analysis of the time at or below τ during (0, t], i.e., X(t), we exploit
that {χ(t), t ≥ 0} is an alternating renewal process. More precisely, assume for
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Figure 4.1. Possible realization of the virtual waiting-time process.

convenience that V (0) = τ +B, withB an exponential random variable with rate
sµ, see Remark 4.1 for other initial conditions. De�ne recursively the times of
upcrossings T up

n+1 = inf{t > T down
n : V (t) > τ} and the times of downcrossings

T down
n = inf{t > T up

n : V (t) = τ}, n = 0, 1, . . . of level τ , with the convention
that T up

0 = 0. �e virtual waiting-time process is thus alternating between periods
at or below τ and above τ according to the sequenceU0, D1, U1, D2, U2, . . . , where
Dn = T up

n − T down
n−1 and Un = T down

n − T up
n . Since the virtual waiting-time

process in anM/M/s queue has continuous downcrossings and upcrossings due to
exponentially distributed jumps, {Dn}n≥1 and {Un}n≥0 are independent random
variables. Denote their distributions by F (·) and G(·), and let ψF (·) and ψG(·) be
their Laplace-Stieltjes transforms, respectively.

For the analysis ofX(t) we rely on the framework of Takács (1957). For the
distribution of X(t), we restate �eorem 1.

�eorem 4.1. (Takács 1957, ¦eorem 1) ¦e random variable X(t) has the follow-
ing distribution function:

Ω(x, t) = P(X(t) ≤ x) =
∞∑
n=0

Fn(x) [Gn(t− x)−Gn+1(t− x)] ,

where Fn and Gn are the n-fold convolutions of F and G with itself.
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Remark 4.1. In the framework of Takács (1957), it is assumed that the alternating
renewal process starts with a regular interval of typeA, whereas we measure the
time that the process spends in intervals of typeB. Interchanging the de�nitions
of F (·) andG(·) provides the analysis of 1− SL, starting in τ . Alternative initial
positions may be derived by extending the analysis in Takács (1957) to allow for
di�erent �rst intervals. �is, however, complicates the analysis and expressions,
whereas the impact of the initial position is limited.

For the distribution of X(t) we thus need all n-fold convolutions of F and
G with itself. It is o en more convenient to work with their transforms. Below,
we derive the double transform of Ω(·, ·), which is presented in �eorem 4.2. �e
original function can then be obtained by inversion, see Abate and Whitt (2006).
Due to technical issues related to numerical inversion, we consider Ω(x, y + x),
where y = t− x. De�ne the double transform

φ(q, ω) =
∫ ∞

0

∫ ∞
0

e−qxe−ωyΩ(x, y + x)dydx.

From �eorem 4.1 and the monotone convergence theorem we obtain an expres-
sion for the double transform:

φ(q, ω) =
∞∑
n=0

∫ ∞
0

e−qxFn(x)dx
∫ ∞

0
e−ωy[Gn(y)−Gn+1(y)]dy

=
∞∑
n=0

ψF (q)n

q

ψG(ω)n(1− ψG(ω))
ω

=
1
qω

1− ψG(ω)
1− ψF (q)ψG(ω)

.

We note that a similar double transform is derived in Mandjes and Van Uitert
(2000).

It thus remains to specify ψF (·) and ψG(·). Let us �rst consider the time
between upcrossing τ and the consecutive downcrossing. Due to the exponentially
distributed jumps in the virtual waiting-time process, this time interval corresponds
to an M/M/s busy period. We de�ne, also for later use,

η±(q) =
1
2

(λ− sµ+ q ± δ(q)) ,

δ(q) =
√

(λ− sµ+ q)2 + 4sµq.
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From, e.g., Asmussen (2003), we have

ψG(q) =
1
λ

(
sµ+ η−(q)

)
.

Next, we turn to the time period between a downcrossing of τ and its consecu-
tive upcrossing, denoted by the generic random variable Tτ and having Laplace-
Stieltjes transform ψF (·). For the M/M/1 queue, the virtual waiting-time process
is a special case of a re�ected Lévy process with only positive jumps. �e transform
of F (·) can then be obtained from Avram et al. (2004) and Nguyen-Ngoc and
Yor (2005). For theM/M/s queue, we distinguish between periods with positive
virtual waiting times and idle periods. Conditioned to stay positive, the former
is in fact a compound Poisson process with unit negative dri , which is a special
case of a Lévy process like the M/M/1 queue. In the analysis below, we rely on
transform results for exit times of Lévy processes.

In particular, let {Yt, t ≥ 0} be a Lévy process with only positive jumps, let
ψ(·) be its Lévy exponent and let Φ(q) be the largest solution of ψ(α) = q on
the positive half axis. For the M/M/s queue, the Lévy exponent reads ψ(α) =
α− λ(1− sµ/(sµ+ α)). LetW (q)(·) be the q-scale function, which is de�ned via
its transform:∫ ∞

0
e−αxW (q)(x)dx =

1
ψ(α)− q

, for α > Φ(q),

and de�ne

Z(q)(x) = 1 + q

∫ x

0
W (q)(y)dy.

In theM/M/s case, an explicit form forW (q)(·) may be derived. Using the speci�c
form of the Lévy exponent ψ(α) gives

1
ψ(α)− q

=
sµ+ α

α2 + (sµ− λ− q)α− qsµ
=

sµ+ α

(α− η+(q)) (α− η−(q))
.

Partial fraction expansion and applying Laplace inversion yields the q-scale function

W (q)(x) =
1
δ(q)

((
sµ+ η+(q)

)
eη

+(q)x −
(
sµ+ η−(q)

)
eη
−(q)x

)
. (4.2)
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Here, it also holds that W (q)(0) = 1, see Kyprianou (2006, Lemma 8.6). From
integrating Equation (4.2) we can directly obtain an explicit form for Z(q)(·) as
well.

In addition to Tτ , let the random variable T0 be the �rst time that V (t) hits
zero. �at is,

T0 = inf{t > 0 : V (t) = 0} and Tτ = inf{t > 0 : V (t) ≥ τ}.

Let x = V (0) be the initial position of the re�ected Lévy process {V (t), t ≥ 0}.
Paralleling Avram et al. (2004, Proposition 1), the transform of the time where
V (t) exits the interval (0, τ ] below and above are, for x ∈ (0, τ ], respectively given
by

Ex

[
e−qT01{T0<Tτ}

]
=
W (q)(τ − x)
W (q)(τ)

,

Ex

[
e−qTτ1{Tτ<T0}

]
= Z(q)(τ − x)−W (q)(τ − x)

Z(q)(τ)
W (q)(τ)

.

An application of the strong Markov property of V (t) at T0 yields

Ex

[
e−qTτ

]
= Ex

[
e−qTτ1{Tτ<T0}

]
+Ex

[
e−qTτ1{T0<Tτ}

]
= Ex

[
e−qTτ1{Tτ<T0}

]
+ CEx

[
e−qT01{T0<Tτ}

]
,

(4.3)

whereC = E0

[
e−qTτ

]
is the transform of the time until an upcrossing of τ starting

from the moment the system becomes idle. Let ĝs−1(q) denote the Laplace-Stieltjes
transform of the idle time in the M/M/s queue. Note that an idle period ends
with an exponentially distributed jump in the virtual waiting-time process. Condi-
tioning on its value, yields

C = ĝs−1(q)
{∫ τ

0
sµe−sµyEy

[
e−qTτ

]
dy + e−sµτ

}
= ĝs−1(q)

{∫ τ

0
sµe−sµy

(
Ey

[
e−qTτ1{Tτ<T0}

]
+CEy

[
e−qT01{T0<Tτ}

])
dy + e−sµτ

}
,

where the second step follows from Equation (4.3). Now, combining the results
on �rst-exit times and the speci�c form of the scale function, it follows a er some
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lengthy but basic algebra that C is the solution of the following equation:

C = ĝs−1(q)
{

1
δ(q)

(
η+(q)eη

−(q)τ − η−(q)eη
+(q)τ

)
+
C − Z(q)(τ)
W (q)(τ)

sµ

δ(q)

(
eη

+(q)τ − eη−(q)τ
)}

.

�e constant C can be easily obtained from the above equation. Using Equa-
tion (4.3) with x = τ , the �rst-exit times results, and the explicit expression for
the scale function again, the Laplace-Stieltjes transform is obtained, as presented
in the theorem below.

�eorem 4.2. ¦e double transform of the distribution function Ω(x, y + x) is
1
qω

1− ψG(ω)
1− ψF (q)ψG(ω)

,

where

ψG(ω) =
1
λ

(
sµ+ η−(ω)

)
ψF (q) = (4.4)

1− eη
−(q)τ [η+(q)(1− ĝs−1(q))− q]− eη+(q)τ [η−(q)(1− ĝs−1(q))− q]

eη+(q)τ [sµ(1− ĝs−1(q)) + η+(q)]− eη−(q)τ [sµ(1− ĝs−1(q)) + η−(q)]
.

For multi-server queues an expression for the transform of the idle time ĝs−1(q)
is given in Subsection 4.3.2. In theM/M/1 queue, it evidently holds that ĝs−1(q) =
ĝ0(q) = λ/(λ+ q). Substitution in Equation (4.4) and some rewriting yields

ψF (q) = 1− q eη
+(q)τ (µ+ η+(q))− eη−(q)τ (µ+ η−(q))

eη+(q)τη+(q)(µ+ η+(q))− eη−(q)τη−(q)(µ+ η−(q))
. (4.5)

We note that this corresponds to results in Avram et al. (2004) and Nguyen-Ngoc
and Yor (2005). Speci�cally, set α = 0 in the expression for Ez

[
e−qTτ−αV (Tτ )

]
as given in Avram et al. (2004, �eorem 1), Nguyen-Ngoc and Yor (2005, Corol-
lary 3), or Bekker et al. (2008, �eorem 2.1), yields

Ez[e−qTτ ] = Z(q)(τ − z)−W (q)(τ − z)qW
(q)(τ)

W (q)′(τ)
.

Using the speci�c scale function (4.2) for compound Poisson processes with ex-
ponentially distributed jumps and a negative dri , the above may be rewritten as
Equation (4.5).
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4.3.1 Limiting Distribution

In the limit, as t → ∞, the service level SL(t) = X(t)/t converges, a er scaling,
to a normal distribution. �is has been observed and used as an approximation
in Chapter 2 and is formally shown in Baron and Milner (2009). �is limiting
distribution may be directly derived from Takács (1957, �eorem 2). In the fol-
lowing theorem we restate the limiting result of the service-level distribution and
also provide an explicit form for its variance, which has not appeared before. To do
so, let σ2

SL(t) be the variance of the service level and let σ2
U and σ2

D be the variance
of times above (U) and below (D) τ , respectively. We note that the condition
of �eorem 4.3 implies that ρ < 1. �is is not required for the time-dependent
analysis as presented in �eorem 4.2. For the �rst two moments of an idle period,
represented by ĝ′(0) and−ĝ′′(0), we refer to Subsection 4.3.2 again.

�eorem 4.3. If σ2
U + σ2

D < ∞, then the service level is asymptotically normally
distributed a®er scaling

lim
t→∞

P

(
SL(t)−ESL
σSL/
√
t
≤ x

)
=

1√
2π

∫ x

−∞
e−y

2/2dy,

withESL given by Equation (4.1) and

σ2
SL = (ESL)2(1−ESL)

1
sµ(1− ρ)

(
σ2
U

(EU)2
+

σ2
D

(ED)2

)
. (4.6)

Here, the squared coe±cients of variations of U and D are given by

σ2
U

(EU)2
=

1 + ρ

1− ρ
(4.7)

σ2
D

(ED)2
=

1 + ρ

1− ρ
2
ESL −

1 + ρ

1− ρ
− 2

1−ESL
(ESL)2

[
sµτ(1 + ρ)

+
sµ(1− ρ)ĝ′(0)

1 + sµ(1− ρ)ĝ′(0)

(
sµ(1− ρ)

ĝ′′(0)
2ĝ′(0)

+ sµĝ′(0) +
1 + ρ

1− ρ

)]
.

(4.8)

Proof. Using Takács (1957, �eorem 2) it follows directly that the service level,
a er scaling, is asymptotically normally distributed, where ESL = ED/(EU +
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ED) and

σ2
SL =

(ED)2σ2
U + (EU)2σ2

D

(EU +ED)3
.

�e above may be rewritten as

σ2
SL =

(ED)2

(EU +ED)2
× EU

EU +ED
×EU

(
σ2
U

(EU)2
+

σ2
D

(ED)2

)
.

SinceU is identically distributed as a busy period, we directly obtain from Asmussen
(2003, p. 105) that

EU =
1

sµ(1− ρ)
and σ2

U =
1 + ρ

(sµ)2(1− ρ)3
.

Combining the above yields Equations (4.6) and (4.7).
It thus remains to specify the squared coe£cient of variation of the successive

times below τ . �e �rst two moments of D can be directly derived from Equa-
tion (4.4) by di�erentiating with respect to q and setting q = 0. In particular, let
t(q) denote−1 times the numerator and n(q) the denominator of the fraction on
the right-hand side of Equation (4.4), i.e., ψF (q) = 1 + t(q)/n(q). Noting that
t(0) = 0, we may derive that

ED = − t
′(0)
n(0)

and σ2
D

(ED)2
=
n(0)t′′(0)
(t′(0))2

− 2n′(0)
t′(0)

− 1,

where ĝ(q) = 1− ĝs−1(q),

n(0) = sµ(1− ρ)e−sµ(1−ρ)τ

n′(0) =
1

1− ρ

[
1 + sµ(1− ρ)ĝ′(0)

+e−sµ(1−ρ)τ
(
ρ− sµρ(1− ρ)τ − sµ(1− ρ)ĝ′(0)

)]
t′(0) = e−sµ(1−ρ)τ − (1 + sµ(1− ρ)ĝ′(0))

t′′(0) =
−2τ
1− ρ

(1 + sµ(1− ρ)ĝ′(0))− 2ρ
1− ρ

g′(0)

− sµ(1− ρ)ĝ′′(0)− e−sµ(1−ρ)τ

(
2τρ

1− ρ
+

2ĝ′(0)
1− ρ

)
.
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Here ĝ′(0) and ĝ′′(0) are the �rst and minus the second moment of an idle period.
�ese quantities are addressed in Subsection 4.3.2 below. Using that 1−ESL =
EU/(EU +ED), the mean SL may be expressed in terms of the mean idle time as

1−ESL =
1

1 + sµ(1− ρ)ĝ′(0)
e−sµ(1−ρ)τ ,

or, equivalently, it holds that t′(0) = ESL(1 + sµ(1− ρ)ĝ′(0)). Combining the
above it follows a er some lengthy but straightforward calculations that the squared
coe£cient of variation of the successive times below τ is given by Equation (4.8).

�e variability of the service level σ2
SL, as presented in Equation (4.6), has

an intuitively appealing form. �e term 1/(sµ(1 − ρ)) represents the expected
length of a cycle (to take the fraction of time above τ into account, we should
divide by 1−ESL), whereas the terms σ2

U/(EU)2 and σ2
D/(ED)2 are the squared

coe£cients of variation of the times above and below τ . �is representation also
gives insight in the service-level variability for di�erently sized call centers. First,
we state the following lemma, which makes the economies of scale principle precise
in the M/M/s queueing system.

Lemma 4.1 (Economies of Scale). ¦e expected service level increases in s, if µ and
ρ are kept constant.

Proof. �e proof follows directly from Equation (4.1) and Pacheco (1994), who
showed that C(s, sρ) decreases in s.

A consequence of this lemma is that a larger system necessarily has a higher
utilization to achieve the same expected service level compared to a smaller system,
for equal µ and τ . Assume that µ, τ , and t are �xed andESL is held constant. �e
expected cycle length, represented by 1/(sµ(1− ρ)), typically decreases due to the
increased service capacity. From Equation (4.7) it is easily seen that the squared
coe£cient of variation of the time above τ has the opposite e�ect, i.e., it is strictly
increasing. In the next proposition we provide a lower bound for the variance of the
service level, which increases linearly with the system size. A direct consequence is
that lims→∞ σ

2
SL/s > 0, revealing an important issue for large-scale systems.

Proposition 4.1. Assume µ and τ ©xed. ForESL ∈ (0, 1) kept constant, we have,
for some c > 0,

σ2
SL ≥ c× s.
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Proof. Using C(s, sρ) ≤ 1 and ESL < 1, it follows from Equation (4.1) that
sµ(1 − ρ) ≤ − log(1 − ESL)/τ < ∞. As σ2

D/(ED)2 ≥ 0, we obtain from
Equations (4.6) and (4.7) that

σ2
SL
s
≥ (ESL)2(1−ESL)

1
sµ(1− ρ)

µ(1 + ρ)
sµ(1− ρ)

.

Combining the above with 1/(sµ(1− ρ)) ≥ τ/(− log(1−ESL)) > 0, the state-
ment is shown.

For single-server queues, the squared coe£cient of variation of D may be
considerably simpli�ed. In particular, for s = 1, it holds that ĝ′(0) = 1/λ and
ĝ′′(0) = −2/λ2, and hence 1 + sµ(1− ρ)ĝ′(0) = 1/ρ. Simplifying Equation (4.8)
and rewriting Equation (4.6) yields

σ2
SL = 2ESL(1−ESL)

1
µ(1− ρ)

(
1 + ρ

1− ρ
− 1−ESL

ESL (µτ(1 + ρ) + 2)
)
.

�is result may be further simpli�ed in case τ = 0. �en, usingESL = 1− ρ
and simplifying the above, yields

σ2
SL =

2ρ
µ
. (4.9)

4.3.2 Idle Times inMulti-Server Queues

Let the state of the M/M/s queue be the number of customers in the system. Let
gi(·) denote the probability density function of the �rst-passage times from state i
to state i+1. We are interested in an idle period I = gs−1(·), which can be obtained
recursively in the following way. �e time spent in state i < s is exponentially
distributed with rateλ+iµ. With probabilityλ/(λ+iµ) the subsequent transition
is to state i + 1, and with probability iµ/(λ + iµ) the transition is to state i − 1
(i > 0). Hence, we have for 0 < i < s,

g0(t) = λe−λt,

gi(t) =
λ

λ+ iµ
(λ+ iµ)e−(λ+iµ)t +

iµ

λ+ iµ
(λ+ iµ)e−(λ+iµ)t ∗ gi−1(t) ∗ gi(t),
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where ∗means convolution. Let ĝi(q) denote the Laplace-Stieltjes transform of
gi(t). �en the previous expressions can be written as

ĝ0(q) =
λ

λ+ q
,

ĝi(q) =
λ

λ+ iµ+ q
+

iµ

λ+ iµ+ q
ĝi−1(q)ĝi(q)

=
λ

λ+ iµ+ q − iµĝi−1(q)
.

�ese formulas provide a recursive way to compute ĝs−1(q) that is needed for
ψF (q) in �eorem 4.2.

Next, we determine the �rst and second moments of the idle times, EI =
−ĝ′s−1(0) andEI2 = ĝ′′s−1(0) required in �eorem 4.3. Di�erentiating ĝi(q) with
respect to q gives

ĝ′0(q) = − λ

(λ+ q)2
,

ĝ′i(q) = −
λ(1− iµĝ′i−1(q))

(λ+ iµ+ q − iµĝi−1(q))2
.

Setting q = 0 and noting that ĝi(0) = 1, we may obtain ĝ′0(0) = − 1
λ and ĝ′i(0) =

− 1
λ(1− iµĝ′i−1(0)). �e latter can be given in closed form, i.e.,

ĝ′i(0) = −
i∑

k=0

i!
(i− k)!

µk

λk+1
,

which holds for i < s. Taking the second derivative yields

ĝ′′0(q) =
2λ

(λ+ q)3
,

ĝ′′i (q) =
[
(λ+ iµ+ q − iµĝi−1(q))2λiµĝ′′i−1(q)

+λ(1− iµĝ′i−1(q))2(λ+ iµ+ q − iµĝi−1(q))(1− iµĝ′i−1(q))
]

× (λ+ iµ+ q − iµĝi−1(q))−4.

Setting q = 0 �nally gives the following recursive relations

ĝ′′0(0) =
2
λ2
,

ĝ′′i (0) =
1
λ
iµĝ′′i−1(0) +

2
λ2

(1− iµĝ′i−1(0))2.
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Figure 4.2. Distribution of the service level a er t time units.

4.3.3 Numerical Examples

In this subsection we highlight some interesting properties of the service-level
distribution. For the �rst example, consider the following two systems: system 1 is
de�ned by λ = 3, µ = 0.2, s = 17, and τ = 1/3, and system 2 is de�ned similarly
except that s = 19. With these parameters the expected service levels are 54.5%
and 81.3% for systems 1 and 2, respectively. For various values of twe compute the
distribution of the fraction of time that the virtual waiting time is at or below τ .
�e results are depicted in Figure 4.2. �is �gure shows that the variation in the
service level is considerable, even for t = 360. Also, the distribution is far from
normal when t is small, and converges to a normal distribution when t increases. It
is interesting to note that the expected values of the time-average distributions are
not exactly equal to the expected service levels for �nite t.

As a second example we consider the limiting distribution, and illustrate how
the standard deviation depends on the system parameters for a �xed expected
service level. In this example we takeESL = 0.8. �e le  plot in Figure 4.3 shows
how σSL depends on µ and τ for theM/M/1 queue. �e right plot shows how σSL

depends on s and τ for the M/M/s queue with µ = 0.5. �e case τ = 0 in the
M/M/1 queue is interesting in the sense that σSL is decreasing in µ. �is follows
directly from Equation (4.9). �is is di�erent from the M/M/s queue, where
σSL actually starts to increase at s = 6 in this example. For τ > 0 in the M/M/1
queue, σSL always seems to decrease �rst before it increases. In theM/M/s queue,
depending on τ , σSL could be decreasing �rst or could always be increasing. An
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Figure 4.3. Standard deviation of the limiting service-level distribution.

interesting consequence is that by increasing the scale of the system, more variability
is created, as is indicated by the lower bound of Proposition 4.1.

4.4 EmbeddedMarkov Chain Formulation

In this section we outline an approach to determine the service-level distribution by
counting the number of customers that wait no more than τ time units. Speci�cally,
we formulate an embedded Markov chain so that it can be analyzed by techniques
from the theory of Markov chains and can be utilized in an optimization framework
(see also Section 4.5). Let Wn be the waiting time of the n-th customer, let Bn be
the service time of the n-th customer, and letAn be the time between the arrival
moment of customer n and n + 1. In the G/G/1 queue the waiting times of
successive customers are related by Lindley’s equation (Lindley 1952):

Wn+1 = (Wn +Bn −An)+.

�is equation gives rise to the following lemma for the M/M/1 queue.

Lemma 4.2. ¦e transition probabilities are given by:

P(Wn+1 = 0 |Wn = wn) =
µ

λ+ µ
e−λwn ,
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and, for wn+1 > 0,

fWn+1 |Wn=wn(wn+1) =


λµ

λ+ µ
e−λ(wn−wn+1), wn ≥ wn+1,

λµ

λ+ µ
e−µ(wn+1−wn), wn < wn+1.

Proof. For Wn+1 = 0 we have Wn +Bn −An ≤ 0, i.e., An ≥Wn +Bn. Condi-
tioning on Bn gives

P(Wn+1 = 0 |Wn = wn) =
∫ ∞

0
e−λ(wn+b)µe−µbdb =

µ

λ+ µ
e−λwn .

For Wn+1 > 0 we have An = Wn −Wn+1 +Bn. If Wn ≥Wn+1

fWn+1 |Wn=wn(wn+1) =
∫ ∞

0
λe−λ(wn−wn+1+b)µe−µbdb =

λµ

λ+ µ
e−λ(wn−wn+1).

If Wn < Wn+1, we require additionally that Bn > Wn+1 −Wn

fWn+1 |Wn=wn(wn+1) =
∫ ∞
wn+1−wn

λe−λ(wn−wn+1+b)µe−µbdb

=
λµ

λ+ µ
e−µ(wn+1−wn).

For the M/M/s queue a waiting time of zero does not provide su£cient in-
formation to determine the waiting time of the next customer. �e number of
occupied servers is also required. �erefore, we replace a waiting time of zero by
{−(s− 1),−(s− 2), . . . , 0}, where Wn = −k means that k servers are free a er
the n-th customer has joined the system, for k = 0, 1, . . . , s− 1. �en, using basic
properties of the exponential distribution the following transition probabilities
are obtained. For i = 0, . . . , s− 1, j = (i− 1)+, . . . , s− 1,

P(Wn+1 = −j |Wn = −i) =
j∏
k=i

(s− k)µ
λ+ (s− k)µ

λ

λ+ (s− (j + 1))µ
, (4.10)

and for j = 0, . . . , s− 1, wn > 0,

P(Wn+1 = −j |Wn = wn) = e−λwn
j∏

k=0

(s− k)µ
λ+ (s− k)µ

λ

λ+ (s− (j + 1))µ
.

(4.11)
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Furthermore, from Lemma 4.2 we obtain

fWn+1 |Wn=wn(wn+1) =


λsµ

λ+ sµ
e−λ(wn−wn+1), wn ≥ wn+1 > 0,

λsµ

λ+ sµ
e−sµ(wn+1−wn), 0 ≤ wn < wn+1.

�ese transition probabilities describe the evolution of the waiting times of
successive customers. In addition to the waiting timeWn, letXn denote the number
of customers that will reach the target waiting time, a er the n-th arrival. �e
distribution ofXn is related to the waiting time in the following way: Xn = Xn−1+
1{Wn≤τ}. �erefore, it su£ces to consider the joint process {(Xn,Wn), n ∈ N},
which is a discrete-time Markov chain. �e distribution of the service level a er
n arrivals is then simply given by Xn/n. Denote by pn(xn, wn) the probability
(density) that a er the n-th arrival the system is in state (xn, wn). �e following
relations between the state a er the n-th arrival and the (n+ 1)-th arrival can be
formulated. For j = 0, . . . , s− 1, and for x = 1, . . . , n+ 1,

pn+1(x,−j) =
s−1∑
i=0

pn(x− 1,−i)P(Wn+1 = −j |Wn = −i)

+
∫ ∞

0
pn(x− 1, wn)P(Wn+1 = −j |Wn = wn)dwn.

For 0 < wn+1 ≤ τ , and x = 1, . . . , n+ 1,

pn+1(x,wn+1) = pn(x− 1, 0)fWn+1 |Wn=0(wn+1)

+
∫ ∞

0
pn(x− 1, wn)fWn+1 |Wn=wn(wn+1)dwn.

Finally, for wn+1 > τ , and for x = 0, . . . , n,

pn+1(x,wn+1) = pn(x, 0)fWn+1 |Wn=0(wn+1)

+
∫ ∞

0
pn(x,wn)fWn+1 |Wn=wn(wn+1)dwn.

�e distribution of the service level a er the n-th arrival, denoted by SLn, can be
computed as follows. For x = 0, . . . , n,

P(SLn = x/n) =
s−1∑
i=0

pn(x,−i) +
∫ ∞

0
pn(x,wn)dwn.
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4.4.1 Discretized State Space

�e waiting time consists of a discrete part that counts the number of free servers
when the waiting time is zero, and a positive continuous part. �e continuous part
of the state space can cause computational issues. To circumvent this problem we dis-
cretize the waiting time. LetW = {−(s−1),−(s−2), . . . , 0,∆, 2∆, . . . ,M∆, M̂}
be the discretized state space. �e valueWn = i∆ has the interpretation (i−1)∆ <

Wn ≤ i∆, for i = 1, . . . ,M , and the value M̂ means that Wn > M∆.
With this discretized state space the following transition probabilities can be

derived. In the analysis that follows, we use that an arbitrary customer (the n-th
customer) incurs the stationary waiting time. Hence, this is only possible for stable
systems. See Remark 4.2 for a discussion in case ρ ≥ 1. We divide the transition
probabilities into three cases.

In the �rst case the n-th customer �nds at least one free server, i.e., Wn ≤ 0.
�en, as in Equation (4.10), we have for i = 0, . . . , s− 1, j = (i− 1)+, . . . , s− 1,

P(Wn+1 = −j |Wn = −i) =
j∏
k=i

(s− k)µ
λ+ (s− k)µ

λ

λ+ (s− (j + 1))µ
,

For j = 1, . . . ,M ,

P(Wn+1 = j∆ |Wn = 0) =
λ

λ+ sµ

(
e−sµ(j−1)∆ − e−sµj∆

)
,

and

P(Wn+1 = M̂ |Wn = 0) =
λ

λ+ sµ
e−sµM∆.

In the second case the n-th customer incurs a waiting time of i∆, i = 1, . . . ,M .
For j = 0, . . . , s− 1,

P(Wn+1 = −j |Wn = i∆)

=
j∏

k=0

(s− k)µ
λ+ (s− k)µ

λ

λ+ (s− (j + 1))µ
(1− ρ)

e−sµ(i−1)∆ − e−sµi∆

e−sµ(1−ρ)(i−1)∆ − e−sµ(1−ρ)i∆
.

(4.12)
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See below for a derivation. For j = 1, . . . ,M ,

P(Wn+1 = j∆ |Wn = i∆)

=



sµ
λ+sµ(1− ρ)

(
eλj∆ − eλ(j−1)∆

) (
e−sµ(i−1)∆ − e−sµi∆

)
e−sµ(1−ρ)(i−1)∆ − e−sµ(1−ρ)i∆

, j < i,

2
λ+ sµ

λ(1− esµ∆)− sµ(1− eλ∆)
eλ∆ − esµ∆

, j = i,

sµ
λ+sµ(1− ρ)

(
e−sµ(j−1)∆ − e−sµj∆

) (
eλi∆ − eλ(i−1)∆

)
e−sµ(1−ρ)(i−1)∆ − e−sµ(1−ρ)i∆

, j > i,

and

P(Wn+1 = M̂ |Wn = i∆) =
sµ

λ+ sµ
(1− ρ)

(
eλi∆ − eλ(i−1)∆

)
e−sµM∆

e−sµ(1−ρ)(i−1)∆ − e−sµ(1−ρ)i∆
.

In the third case the n-th customer incurs a waiting time of more than M∆.
For j = 0, . . . , s− 1,

P(Wn+1 = −j |Wn = U)

=
j∏

k=0

(s− k)µ
λ+ (s− k)µ

λ

λ+ (s− (j + 1))µ
(1− ρ)e−λM∆.

For j = 1, . . . ,M ,

P(Wn+1 = j∆ |Wn = M̂) =
sµ

λ+ sµ

(
eλj∆ − eλ(j−1)∆

)
(1− ρ)e−λM∆,

and

P(Wn+1 = M̂ |Wn = M̂) =
2λ

λ+ sµ
.

�ese transition probabilities follow from basic rules of conditional proba-
bilities. As an example, we detail the analysis for the transition probabilities in
Equation (4.12). All other probabilities follow in a similar way. We have

P(Wn+1 = −j |Wn = i∆) =
P(Wn+1 = −j,Wn = i∆)

P(Wn = i∆)
,
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where

P(Wn = i∆) =
∫ i∆

(i−1)∆
C(s, sρ)sµ(1− ρ)e−sµ(1−ρ)wndwn,

P(Wn+1 = −j,Wn = i∆)

=
∫ i∆

(i−1)∆
P(Wn+1 = −j |Wn = wn)C(s, sρ)sµ(1− ρ)e−sµ(1−ρ)wndwn.

Using Equation (4.11) and some straightforward algebra yields Equation (4.12).

Remark 4.2. For systems with ρ ≥ 1 such a state-space truncation is more involved.
Since the system is then unstable, the probabilitiesP(Wn+1 = M̂ |Wn = M̂) will
become one a.s. for n large, whereas they might be smaller than one for n small.
A possible solution is to let these transition probabilities be dependent on n by
imposing, e.g., a linear growth in the waiting time based on a �uid limit.

We have formulated an embedded Markov chain with as state variables the
discretized waiting time of the n-th customer and the number of customers that
have waited no longer than τ . Note that with each additional customer in the
system, the size of the state space increases. �is prohibits the use of the embedded
Markov chain for large values of n. However, the description of the Markov chain
is explicit and enables one to use tools from the theory of Markov chains to study
structural properties of the process. In particular, we refer to Rubino and Sericola
(1992) and references in Smith et al. (1997).

4.5 Application to Control Problems

In this section, we illustrate how the results of Section 4.3 can be applied to con-
trolled queueing systems. For this purpose, we study a multi-site call center problem.
For many companies, the call handling function is not centralized in a single call
center environment, but is dispersed across multiple sites. In such a con�guration
the call routing needs to be done e£ciently so as to e�ectively use the available
workforce. Aguir (2004) shows that good call routing policies result in perfor-
mance close to what can be obtained through virtual resource pooling. �is result
is further supported by Tezcan (2008) who shows that performance optimization
and load balancing results in performance approaching that of a virtual call center.
However, these results were not obtained under dynamic call routing schemes,
which could possibly improve performance even more signi�cantly.
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�e setting for the multi-site call center in this section is as follows. We assume
that calls are placed according to a Poisson process with arrival rate λ. �e calls
arrive at some business logic that can decide to route the call to either site 1 or
site 2. �e call center at site i, modeled by a multi-server queue, has si servers
available and handles calls with a service duration that is exponentially distributed
with parameter µi. Both call centers enforce a service level with τ minutes a er a
time horizon of T minutes. �e objective of the business logic is to minimize the
weighted sum of the probability that the service level is less than 80% at both sites.
Hence, if SLi denotes the service level at site i, then this objective is modeled by

w1P(SL1 < 0.8) + w2P(SL2 < 0.8),

where wi is the weight representing the fraction of calls of the Poisson stream that
is sent to site i. For illustration purposes, we shall �x our parameters to λ = 6.5,
µ1 = 0.5, µ2 = 0.25, s1 = 10, s2 = 15, τ = 1/3 minutes, and T = 720 minutes.

�e routing problem stated above is rather complicated due to the form of the
objective function. For example, if the objective function would be a maximization
problem of the form w1ESL1 + w2ESL2, then the problem would be easier. In
this case, one could send a fraction of calls α to site 1 and a fraction of 1 − α

to site 2. �e analysis of both sites then reduces to the application of the Erlang
C formula with (αλ, µ1, s1) and ((1 − α)λ, µ2, s2) as input for site 1 and site 2,
respectively. Given our parameters, this would result in α∗ = 0.5681, which
maximizes αESL1 + (1 − α)ESL2 with ESL1 = 0.8154 and ESL2 = 0.8425.
In fact, one could even use dynamic programming to obtain a state-dependent
policy. �e Erlang C formula cannot be used for the model with the originally
stated objective function. �e Erlang C formula does not provide distributional
information to calculate P(SLi < 0.8). However, the formulas in Section 4.3
do allow us to repeat the calculation of the previous paragraph. By using the
formulas of Section 4.3, we get that α∗ = 0.5622 minimizes αP(SL1 < 0.8) +
(1− α)P(SL2 < 0.8) withP(SL1 < 0.8) = 0.2311 andP(SL2 < 0.8) = 0.2784
(with as total objective function 0.2518). Note that when α∗ = 0.5681 is used, as
obtained in the case of the mean service-level objective, then the objective function
has value 0.2644, which is a signi�cant increase in total costs. Hence, our approach
allows us to obtain an optimal static policy for which standard techniques cannot
be applied.

In order to obtain a dynamic policy, we cast the problem into a dynamic pro-
gramming framework. Note that this is not straightforward, since most dynamic
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programming problems have the number of customers at each site as state variable,
which does not allow us to calculate P(SLi < 0.8). In order to formulate the
service-level calculation as a dynamic program, we focus on one site �rst. Hence,
we assume that arrivals to the site occur with rate λ and that individual customers
are served with rate µ. Since there are s servers present in the system, the maximum
rate of change that can occur is λ+ sµ.

�e main idea of the approach is to record the waiting time of the customer
at the head of the queue, see Koole et al. (2012), which is related to the state
description in Section 4.4. �e waiting times of the other customers are not stored,
but can be inferred due to the fact that the arrival process is Poisson. In order to
have discrete variables in the dynamic program, we discretize the waiting time into
periods of expected length 1/γ. �e idea is to count the number of periods of
exponential length having mean 1/γ that the customer at the head of the queue
has been waiting before he or she enters service. In order to formulate the program,
we uniformize the system with uniformization constant η (see Puterman 1994,
Section 11.5). Hence, we choose η such that λ + sµ < η and that γ + sµ < η.
Uniformizing is equivalent to adding dummy transitions (from a state to itself )
such that the rate out of each state is equal to η; then we can consider the arrival
and service rates to be transition probabilities when all transitions are divided by η.
�erefore, for simplicity we assume (without loss of generality) that η = 1.

Let Vt(x, n, q) be a real-valued function de�ned on the state space {−s,−s+
1, . . .} × N × N at time t. �e variable x denotes that there are s + x servers
occupied when x ≤ 0, and it denotes the number of periods of expected length
1/γ that the customer that is at the head of the queue has been waiting. �e
variable n denotes the number of customers that have been taken into service, and
the variable q denotes the number of customers that have entered service with a
waiting time in the queue that is not above τ . �e cost-to-go value function for
the single multi-server queue is then de�ned as follows

V0(x, n, q) = 1{ q
n
<0.8}.

�is function models the criterion function when the time horizon has exceeded.
�e indicator function denotesP(SL < 0.8).

For x < 0, we have

Vt(x, n, q) = λVt−η(x+ 1, n+ 1, q + 1) + (s+ x)µVt−η(x− 1, n, q)

+
(
1− λ− (s+ x)µ

)
Vt−η(x, n, q).
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�e �rst term in the right-hand side represents an arrival. Since the arriving cus-
tomer �nds an idle server and is starting service immediately, both n and q are
incremented. �e next term models a departure of a customer. �e last term is the
dummy transition that is due to uniformization.

For x ≥ 0, we have

Vt(x, n, q) = γVt−η(x+ 1, n, q) + sµ
x∑
y=0

px,yVt−η(y, n+ 1, q + 1{x≤γτ})

+
(
1− γ − sµ

)
Vt−η(x, n, q).

�e di�erence with the case x < 0 is that all servers are busy. Hence, the variable x
now denotes the number of periods that the �rst customer in the queue is waiting.
In contrast to the previous case, the variables n and q are only adjusted upon the
start of a new service. A departure happens with rate sµ. �e customer that enters
service at that time has been waiting for x periods accounting for a span of time
equal to x/γ. Hence, the customer meets the waiting-time threshold if x ≤ γτ .
Note that the new state for x is not x− 1. Based on the fact that the number of
arrivals during a period of length x/γ has a Poisson distribution, and that the order
statistics give a uniform distribution, the state y to which the process jumps is given
by px,y where

px,y =


1−

x−1∑
h=0

(
λ

λ+ γ

)(
γ

λ+ γ

)h
, y = 0,

(
λ

λ+ γ

)(
γ

λ+ γ

)x−y
, y = 1, . . . , x.

By using the formulas of Section 4.3, we have already derived that the optimal
static Bernoulli policy has α∗ = 0.5622. �is policy essentially creates two inde-
pendent sites for which the value function that we have derived applies to. Hence,
by starting with VT (0, 0, 0) we can calculate the value function V 1 and V 2 for both
site 1 and site 2 using the input parameters (α∗λ, µ1, s1) and ((1− α∗)λ, µ2, s2)
for each site. Note that for a dynamic policy the value function cannot be directly
expressed, since px,y does not hold anymore. �e derivation of this probability
is explicitly based on the fact that the interarrival times of calls follow a Poisson
process. However, when a dynamic policy is in force, then this assumption is vio-
lated and renders the applicability of px,y void. �is problem can be alleviated by
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also counting the number of arrivals z during a service while assuming that these z
customers have arrived uniformly during the service period. In that case, px,y = 1
for y = dx− x

z+1e (where rounding is necessary, because the waiting time has been
discretized).

�e approach adopted to improve the Bernoulli policy is by one-step policy
improvement (see Puterman 1994, Chapter 8), which we perform in the following
way. We calculate the value functionV (x, n, q, z) with the adjusted transition prob-
abilities for all values of x, n, q, z for both site 1 and site 2. �is value function is
stored for future reference. �en the call center is simulated for performance analy-
sis and at each decision moment, one hasx1, n1, q1, z1, x2, n2, q2, z2 as information
to base the decision on. �e decision which should be based on the value function
of the original problemVt(x1, n1, q1, z1, x2, n2, q2, z2), is now derived based on the
approximated value function n1

n1+n2
V 1
t (x1, n1, q1, z1) + n2

n1+n2
V 2
t (x2, n2, q2, z2).

For example, in case there are no idle servers at both sites upon arrival at time t,
one needs to determine if state Vt(x1, n1, q1, z1 + 1, x2, n2, q2, z2) is better than
Vt(x1, n1, q1, z1, x2, n2, q2, z2 + 1). If so, routing the call to site 1 is better than
routing to site 2, and vice versa. When this technique is applied to the original
problem, starting with α∗, we obtain a 17% improvement over the static Bernoulli
policy. �us, the objective function has value 0.2084 withP(SL1 < 0.8) = 0.2031
andP(SL2 < 0.8) = 0.2151.

4.6 Conclusion

In this chapter we have studied a multi-server queue with the distinguishing feature
that we obtain the distribution of the service level a er a �nite time. In such cases
the service level is a random variable, as opposed to steady-state results in which
case it is a �xed number given by the Erlang delay formula. We approach this by
two methods.

First, we study the occupation time of the virtual waiting-time process, i.e., we
consider the distribution of the time at or below the acceptable waiting time. �is
corresponds to a time average, which, due to PASTA, equals the customer average
in the limit. In this method we obtain an exact expression for the double Laplace-
Stieltjes transform of the time-average service-level distribution, from which the
service-level distribution can be obtained using numerical inversion. From our
numerical experiments it follows that the service level is highly variable and its
distribution is far from normally distributed for small intervals. Such intervals
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are of prime interest in call center environments, where performance is typically
assessed based on time scales of minutes to hours. In the limit, the service level
converges to a normal distribution. Using Laplace-Stieltjes transforms, we obtain
an explicit expression for the standard deviation, revealing a potential drawback
for large-scale systems showing increased variability in the service level.

Second, we develop an embedded Markov chain in which we take the number
of customers that will be successfully served as state variable in addition to the
waiting time of the last customer that entered the system. With this approach, we
provide an explicit description of the embedded Markov chain from which the
customer-average service-level distribution can be analyzed exactly using machinery
for Markov chains. �is Markov description may be exploited in a variety of
practical optimization problems. We address a control problem for a multi-site call
center, where calls are routed to one of two sites, each with their own characteristics
and service-level objectives. As a �rst step we consider optimal static Markovian
routing. Using a one-step policy improvement, both the current waiting time and
the achieved service level over the past �nite periods are taken into account in the
state-dependent control policy. �is signi�cantly improves the performance of
both sites.



Chapter 5

Performance Indicators for Call Centers with
Impatience

An important feature of call center modeling is the presence of impatient cus-
tomers. In this chapter, we consider single-skill call centers including customer
abandonments. We study a number of di�erent service-level de�nitions, including
all those used in practice, and show how to explicitly compute their performance
measures. Based on data from di�erent call centers, new models are de�ned that
extend the common Erlang A model. We show that the new models �t reality very
well.

5.1 Introduction

�e Erlang C model is still the most widely-used performance model in call center
practice. An important property is that all delayed customers wait until they get
service. In reality some calls abandon, and therefore there is a discrepancy between
the Erlang C predictions and the call center reports. In the scienti�c community
the crucial role of customer abandonments has been recognized, and a number of
models has been proposed.

�e most simple model including abandonments is the so-called Erlang A
model. It augments the Erlang C model with patience that has an exponential
distribution. Brown et al. (2005) show for a number of cases that the patience is
far from exponential, and Whitt (2005) shows that the patience is the variable
that is most sensitive to higher moments. It can therefore be expected that Erlang
A predictions have considerable errors, and this has been con�rmed in practice.
One of our contributions is that we propose an extension of the Erlang A model
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in which we allow for the possibility of balking. �is simple extension makes the
performance prediction by the queueing model much more accurate. �e reason is
that a relatively large proportion of the calls that get delayed abandon, and that
the conditional patience distribution is approximately exponentially distributed
from a certain point in time on.

Another issue is the performance measure that is used. In the Erlang C model
there is an unambiguous de�nition of the service level: the percentage of customers
that get connected before a certain acceptable waiting time (AWT). In the case of
abandonments it is not immediately clear how to account for these abandonments.
Di�erent service-level de�nitions are used in practice, o en in parallel to the
abandonment percentage. In scienti�c work the service-level de�nition is o en
based on the virtual waiting time, i.e., the waiting time that a customer with in�nite
patience would experience. Note that a performance measure is only of practical use
if it can also be measured in practice. For de�nitions based on the virtual waiting
time this is not the case and therefore they are of less practical value. An important
contribution is that we derive explicit expressions for several performance measures,
including all measures that we have encountered in call center practice. Next, we
give an overview of the literature on abandonments in call centers.

�e importance of modeling abandonments in call centers is emphasized by
Garnett et al. (2002), Gans et al. (2003), and Mandelbaum and Zeltyn (2009).
Empirical evidence regarding abandonments in call centers can be found in Brown
et al. (2005) and Feigin (2005). We refer the reader to Garnett et al. (2002), and
references therein, for simple models assuming exponential patience. Garnett
et al. (2002) suggest an asymptotic analysis of their Markovian abandonment
model under the heavy-tra£c regime. �eir main result is to characterize the
relation between the number of servers, the o�ered load, and system performance
measures such as the probability of delay and the probability to abandon. �is
can be seen as an extension of the results of Hal�n and Whitt (1981) by adding
abandonments. A number of approximations for the probability to abandon are
developed by Boxma and De Waal (1994). �e authors have considered a multi-
server queue with generally distributed service times and patience times. Brandt
and Brandt (1999, 2002) consider a state-dependent Markovian multi-server queue
with generally distributed patience times, in which the arrival rate depends on the
number of customers in the system and in which the service rate depends on the
number of busy servers. �ey derive the steady-state distribution of the number
of customers in the system and various waiting-time distributions. �e impact
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of the patience distribution on the performance is studied by Mandelbaum and
Zeltyn (2004). �ey observe an approximate linearity between the abandonment
probability and the average waiting time. To analyze multi-server queues with
generally distributed service times and patience times, Whitt (2005) develops
an algorithm to compute approximations for standard steady-state performance
measures. One of his conclusions is that the behavior of the patience distribution
near the origin primarily a�ects the performance. Iravani and Balcıog̃lu (2008a)
propose two approximations that are based on scaling the single-server queue to
obtain estimates for the waiting-time distributions. Other papers have treated the
impatience phenomenon under various assumptions. Related studies include those
by Baccelli and Hebuterne (1981), Altman and Borovkov (1997), Ward and Glynn
(2003), and references therein.

Concerning the estimation of the patience distribution out of real call center
data, published resources are scarce. Baccelli and Hebuterne (1981) show that an
Erlang distribution with three phases works well. Kort (1983) proposes to model
the patience distribution while waiting for a dial tone by the Weibull distribution.
In Brown et al. (2005), it was observed that the patience distribution is not expo-
nential as usually assumed for the call center models in the literature. However, an
approximately exponential distribution was observed from a certain point in time
on.

�e remainder of this chapter is organized as follows. In Section 5.2, we
motivate our work and give the research objectives. In Section 5.3, we conduct a
statistical analysis of abandonments on real call center data. Based on this analysis,
we develop in Section 5.4 a call center model and give a list of various metrics
including abandonments. We then show how to explicitly compute these metrics
in a convenient way. In Section 5.5, we conduct a numerical analysis in which
we draw comparisons between the performance indicators. We also extend our
modeling by including the important feature of retrials, and by investigating its
impact on the optimal sta£ng level. Finally in Section 5.6, we provide some
concluding remarks and directions for future research.

5.2 Context and Research Objectives

Key performance indicators (KPIs) are critical for the successful management
of call centers. �e right metrics identify the causes of problems and generate
solutions that change the results. It is almost impossible to develop a universal set



82 Chapter 5. Performance Indicators for Call Centers with Impatience

of KPIs that will work equally well in every situation in every call center. Every
business unit is di�erent, with its unique structure and problems. Still, it is possible
to formulate a set of KPIs useful for most call centers. Correct measurement of
such KPIs will o�er call center managers valuable information.

KPIs can be classi�ed into two families: those that are product related and those
that are process related. Product-related metrics are performance indicators mostly
related to the content of the call, while process-related metrics are performance
indicators that are related to call center operations.

5.2.1 Product-related metrics

�e following is a list of the best-known call center product-related metrics that
managers can use to improve customer experience.

First Call Resolution (FCR) FCR measures the percentage of customer issues
resolved the �rst time. A call held waiting in the queue that ended with solv-
ing the customer issue is better than a call that got instantly connected to an
agent who could not properly help the customer. A call center maintaining a
good FCR rate receives a small amount of calls coming from customers who
have to call back because their issue was not resolved the �rst time. �e call
center avoids therefore a signi�cant cost due to higher call volume, increased
operating expenses, and dissatis�ed customers.

Turnover Turnover measures the percentage of agents who leave a call center in say
a year. Turnover can be voluntary (an agent chooses to leave) or involuntary
(an agent is asked to leave). A high turnover is usually considered a bad
performance. It leads to high costs because of the investments in training
and to problems related to agent availability.

Attendance and Punctuality Attendance is de�ned as an agent showing up for
work on the scheduled day. Punctuality is de�ned as an agent showing up on
time for the shi  as well as being on time a er breaks and lunch. One of the
biggest challenges most call centers face is the control over attendance and
punctuality. Low attendance and punctuality statistics can be very costly to a
call center. In practice, it is common to o�er incentives for good attendance
and punctuality.
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Contact Quality �is is a common and critical customer-centric performance
metric in all call centers, regardless of industry, function, and size. Top
centers track contact quality as a high-level, center-wide metric, as well
as an individual agent performance measure. Contact quality is typically
assessed via a comprehensive evaluation form. Common quality criteria
include the use of appropriate greetings and other call scripts, courtesy and
professionalism, and grammar and spelling in text communication (e-mail
and chat).

Customer Satisfaction Measuring customer satisfaction can be done through
mail surveys and phone interviews days a er the customer’s interaction.
Some call centers, with an advanced interactive voice response unit (IVR),
survey callers immediately a er the interaction occurs: customers are asked
a series of questions about their interaction with the agent, their feelings
about the organization, and their plans to continue doing business with the
company.

5.2.2 Process-related metrics

In what follows, we give a list of the best-known classic process-related metrics
used in call centers.

Probability of Blocking It measures the percentage of customers that are not able
to access the center at a given time due to insu£cient network facilities in
place. Failure to include a blocking target allows a call center to always meet
its speed-of-answer goal simply by blocking the excess calls. �is damages
customer accessibility and satisfaction, even though the call center appears
to be doing a great job of managing the queue.

Probability of Abandonment It measures the percentage of customers that aban-
don the queue while waiting, i.e., leave the system without service. Time
before abandonment is customer speci�c. However, a call center can con-
trol abandonments by controlling the waiting time in the queue (which in
turn a�ects abandonments). Abandonment is a measure associated with
interactive channels, especially calls and web chat.

Short Abandonments �e short-abandonment statistic represents the total num-
ber of customers that abandon before a speci�ed short-abandonment time.
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Callers may abandon quickly for many reasons, for example, selecting an
incorrect option in the IVR. Short abandonments, in contrast to regular
abandonments, are not considered a sign of bad service. �erefore, many call
centers count short abandonments di�erently, for example by not counting
them at all.

Service Level, Average Speed of Answer, Longest Delay in Queue �e service
level measures the percentage of calls answered within a speci�ed time limit.
It is the most common process-related metric used in call centers. It is
typically stated as X percent of calls handled in Y seconds or less. �e
average speed of answer (ASA) represents the average waiting time in the
queue of all calls in a given period. Another delay measure is how long the
oldest call in the queue has been waiting: the longest delay in queue (LDQ).
A number of call centers use real-time LDQ to indicate when more sta�
need to be made immediately available. Historical data of LDQ can be used
to indicate the “worst-case” experience of a customer over a period of time.

Agent Occupancy Agent occupancy is the measure of the actual time an agent is
busy on customer contacts compared with the available or idle time, calcu-
lated by dividing workload hours by sta� hours. Occupancy is an important
measure of how well the call center has scheduled its sta� and how e£ciently
it is using its resources.

5.2.3 Motivation

�ere is no single perfect or complete list of performance metrics for all call centers.
On the one hand, basing an entire service strategy on the number of calls handled
per hour or on the average speed of answer will inevitably lead to shortcomings in
the quality. On the other hand, focusing too strongly on quality metrics while dis-
regarding process-related measurements can still have an adverse e�ect on customer
experience.

We focus on metrics related to queueing delays. �ese are classic process-
related metrics that lie at the heart of e�ective call center and customer relations
management. �ey are the clearest indication of what customers experience when
they attempt to reach the call center. We refer the reader to Cleveland and Mayben
(1997) for more details and discussions on process-related metrics. In this chapter,
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we give particular attention to process-related metrics that include abandonments.
�e feature of customer abandonment is a crucial point in call centers.

One important point has to be clari�ed before impatience can be included
in queueing models. �at is, we need additional information concerning the
patience, the willingness to wait until service commences. Similarly as for the input
of the Erlang C model, the patience has to be determined from historical data.
However, a number such as the average patience cannot be determined by simply
averaging over the abandonment times. Indeed, the time at which other calls got
connected tells us something about their patience, which should be taken into
account. Statistical techniques exist to deal with these so-called censored data.
Not using these methods can lead to a signi�cant underestimation of patience,
because the abandonments occur mostly among the very impatient customers. In
Section 5.3, we conduct a statistical analysis on real call center data in order to
characterize the statistical distribution of times before abandonments.

An advantage of Erlang C is that service-level expressions are relatively simple
and easy to calculate. By taking abandonments into account, the computations
become more di£cult. Moreover, even when patience times are assumed to have
an exponential distribution (the Erlang A model), there exist only expressions for
some metrics, such as the conditional waiting time given service. In this chapter,
we give a comprehensive list of the metrics including abandonments, and explicitly
derive the expressions for the probability distributions of these metrics. By doing
so, we obtain existing results and derive new results, such as the conditional waiting
time given service of the customers who do not have short patience times.

5.3 Statistical Analysis andModeling of Abandonments

Call center data usually consist of very detailed records about the �ow of calls
through the call center. It is necessary to analyze these data in order to obtain
estimates for the model parameters. Moreover, it is also important to validate the
modeling assumptions, a step that is o en overlooked. To analyze the patience, we
need to know how long customers have spent waiting, and whether an abandon-
ment occurred at the end of the waiting time. From customers that have abandoned,
we know exactly what their patience is. However, from customers that did not
abandon (but received service), we only know that their patience is greater than
the time they have waited. To be more precise, we observe the minimum of the
patience and the virtual waiting time, and we also know which one we observe.
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�is is called right-censored data. Techniques exist to deal with censored data, one
of which is the Kaplan-Meier estimator (see Kaplan and Meier 1958).

In our statistical analysis, we use data obtained from several real call centers.
�e data originate from a large banking call center located in the US, from a
bank located in the Netherlands, and from a Dutch university medical center.
Furthermore, we make use of the Anonymous Bank call center data available at
http://iew3.technion.ac.il/serveng/callcenterdata.

To show the signi�cance of uncensoring the data, consider the following ex-
ample. On average 20 calls per minute arrive to a call center, and the average
handling time is 5 minutes. To reach the target of 80% of the calls answered within
20 seconds, 108 agents should be scheduled according to the Erlang C formula.
On a particular data set, the uncensored average patience turns out to be 780 sec-
onds. When we apply the Erlang A model, we need 106 agents to reach the target.
However, the censored average patience was 100 seconds. Using this number as
the average patience, the Erlang A formula suggests an insu£cient number of 95
agents. With 95 agents the real service level will only be 30%. �is example also
demonstrates that the Erlang C model can lead to erroneous results, since it does
not predict any abandonment.

�e result of the Kaplan-Meier estimator is the empirical cumulative distri-
bution function F (t) of the patience. By taking the derivative we can obtain the
probability density function f(t), and the hazard rate h(t) = f(t)/(1− F (t)). In
Figure 5.1 several empirical hazard rates are displayed. �is �gure also shows the
hazard rates of a hyperexponential distribution, which will be discussed shortly.
�e empirical hazard rates are smoothed three times using a moving-average �lter
with a span of �ve, to produce better-looking lines. �e patience on all four data
sets can, for the most part, be characterized in the same way. In the �rst couple of
seconds the hazard rate is high, indicating very impatient customers who are not
willing to wait at all. �e hazard rate quickly becomes constant therea er, which
suggests that the patience from then on is exponential. Data sets 1 and 3 show
additionally several peaks in the neighborhood of sixty seconds. �is is because
of delay announcements in the call handling system, that actually increase the
likelihood of abandoning. We do not directly model delay announcements because
this property is not shared by all call centers. We refer to Jouini et al. (2011a), who
study the impact of announcing delays in a setting of a single customer class with
Markovian abandonments.
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Figure 5.1. Hazard rates of the patience of four di�erent data sets.

Model 1

A way to model this customer behavior is to extend Erlang A by including the
possibility of balking. Let T denote the random variable measuring the patience
times. �e distribution of T consists of a discrete mass at zero corresponding to
very impatient customers, and a remaining exponential distribution for customers
with a positive patience. We denote byα the probability that a customer, arriving to
a busy system, will immediately balk. �is feature models a nonnegligible portion
of the customers who immediately hang up once they know that they have to wait
for service. On the other hand, with probability 1− α, customers who �nd a busy
system will accept to join the queue. For these customers, the patience thresholds
are independent and exponentially distributed with rate γ. Hence, the cumulative
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Model 1 Model 2

Data set α γ p γ1 γ2

1 0.1866 0.0656 0.2222 2.3843 0.0603
2 0.4626 0.1625 0.6593 2.3986 0.0617
3 0.1968 0.0864 0.2734 1.3100 0.0735
4 0.0506 0.0755 0.0583 4.0780 0.0742

Table 5.1. Parameters of the two models for the four data sets. �e unit of time is minute.

distribution function is

FT (t) = α+ (1− α)(1− e−γt),

for t ≥ 0.

Model 2

Another way to model customers’ patience is by the hyperexponential distribution
with two phases. �e hyperexponential distribution is a mixture of two exponential
distributions such that with probability p it is exponential with parameter γ1 and
with probability 1−p it is exponential with parameter γ2. If T is hyperexponential,
its cumulative distribution function FT is given by

FT (t) = p(1− e−γ1t) + (1− p)(1− e−γ2t),

for t ≥ 0. By inspecting Figure 5.1, it seems that the hyperexponential distribution
�ts the empirical patience very well. �e parameters of the random variable T
are obtained by minimizing the mean squared error between F (t) and FT (t).
Table 5.1 lists these parameters for both models. From the �gure we can deduce
the following. Data set 4 is the perfect example of hyperexponential patience. �e
empirical hazard rate is approximately nonincreasing, and the hazard rate of the
hyperexponential distribution follows it very closely. �e �ts on data sets 1 and 2
also look reasonable, even though the empirical hazard rate starts out low for the
�rst 0.25 minutes on data set 2. �is could be explained by a welcome message that
is played at the start of joining the queue. �e empirical hazard rate is overestimated
in the �rst minute on data set 3, but this �t is close a erwards.
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Hyperexponential Balking + Exponential Weibull Erlang

Data set MSE p-value MSE p-value MSE p-value MSE p-value

1 7.13e-5 0.747 6.72e-4 2e-12 7.68e-4 0.002 0.031 1e-30
2 2.32e-4 0.018 8.10e-3 4e-43 2.38e-3 1e-11 0.052 5e-35
3 1.40e-4 0.006 7.05e-4 8.6e-5 1.88e-4 0.006 0.031 6e-28
4 2.67e-5 0.974 6.98e-5 0.518 1.52e-4 0.424 0.014 9e-13

Table 5.2. Comparison of di�erent patience distributions.

�e estimated parameters in Table 5.1 warrant additional attention. Since γ1 is
much higher than γ2, with probability p a delayed customer will quickly abandon.
�is is equivalent to the modeling of balking with probability α in Model 1. �is
also agrees with the fact that γ and γ2 are close to each other. Furthermore, we see
that p is close to α and a bit higher. �is is as expected since in Model 2 these very
impatient customers do not necessarily abandon immediately. Next, we perform a
statistical test to assess the �t of our models.

Earlier research by Baccelli and Hebuterne (1981) and Kort (1983) mentioned
that the patience distribution could be Erlang with three phases or Weibull. In
Table 5.2 we make a comparison between these distributions, together with the
hyperexponential distribution and balking plus exponential, for di�erent statistics.
�e �rst statistic is the mean squared error (MSE), which should be as low as
possible for a good model. �e second statistic is the p-value of the Kolmogorov-
Smirnov test (see Massey 1951), which tests the null hypothesis that the empirical
distribution and the tested distribution come from the same distribution. Values
below the default signi�cance level of 0.05 reject this hypothesis.

From the table it is clear that the statistics support the modeling of customers’
patience by the hyperexponential distribution. If we look at the p-values of the
Kolmogorov-Smirnov test, we observe that the null hypothesis is actually rejected
on data sets 2 and 3 at a signi�cance level of 0.05. However, for a signi�cance level
of 0.01, the null hypothesis will not be rejected for data set 2. For the model that
includes balking these statistics are a bit misleading, since customers that balk are
not always represented with a patience of zero in the data.

In conclusion, we presented two models for the patience based on real call
center data. �e �rst model is a simple extension of the Erlang A model by allowing
customers to balk. �e second model is a slightly more advanced model, where the
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patience is modeled by the hyperexponential distribution.

5.4 Analysis of Call CenterMetrics

Consider a call center model with a single class of customers and s statistically
identical, parallel servers. We assume that arrivals follow a Poisson process with rate
λ, and that service times are exponentially distributed with rate µ. �e queueing
discipline is �rst-come �rst-served (FCFS). In addition, we let customers be impa-
tient. As discussed in Section 5.3, we denote by T the random variable measuring
patience times, and we consider two di�erent ways to model T .

�e performance measures we analyze next are based on the assumption that
the system has reached steady state. Note that our model unconditionally reaches
steady state for any random variable T 6= 0, see Garnett et al. (2002) for further
details. Let τ be the acceptable waiting time and a be the threshold of short
abandonments. In practice, reasonable values for τ and a are for example 20 and
5 seconds, respectively. For some managers, customers who immediately balk or
those who enter the queue and quickly abandon beforea are not really considered as
unsatis�ed. �erefore, such customers may not be accounted for in the service-level
metric of the call center.

In Table 5.3, we de�ne seven service levels that are useful in practice. We
denoted them by SLi, for i = 1, . . . , 7. We present them, as is customary in call
centers, in terms of the numbers of calls that arrive in a certain time period. Later
on, we formulate them in terms of the corresponding random variables. �e virtual
waiting time is de�ned as the waiting time of customers assuming that they are not
abandoning.

What should be the right metric? SL1 and SL4 do not give information about
abandonments. SL5 is hard to understand by managers and is also not directly
measurable using historical data. For this reason it is, according to our experience,
never used in call centers. However, this service-level de�nition dominates the
Erlang A literature. SL6 does not make di�erence between waiting prior to service
or to abandonment. SL7 does not give information about waiting.

SL2 and SL3 exclude short abandonments which is a good aspect. �e main
drawback of these two metrics, similarly to all other metrics that use the parameter
τ , is that they do not give any information on how long callers that have exceeded τ
still have to wait. �ey entice managers to give priority to callers who have not yet
reached the acceptable waiting time, thereby increasing even more the waiting time
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SL1
# answered ≤ τ

# o�ered

SL2
# answered ≤ τ

# o�ered− # short abandonments

SL3
# answered ≤ τ

# o�ered− # abandoned ≤ τ

SL4
# answered ≤ τ

# answered

SL5
# virtually answered ≤ τ

# o�ered

SL6
# sojourn in queue ≤ τ

# o�ered

SL7
# abandoned

# o�ered

Table 5.3. Service levels.

of callers that have waited longer than τ . Even though they have perverse e�ects,
these metrics are regularly used in practice. One way to avoid unwanted behavior
is to add an objective on the performance of the customers who wait more than τ ,
or to use a di�erent service-level objective. One possibility is to use the time that
waiting exceeds τ . In contrast with the expected waiting time (the average speed
of answer) it is sensitive to waiting-time variability. Another intuitive and simple
solution is to use FCFS in all cases.

5.4.1 Computation of Service Levels

In this subsection, we derive the expressions for the service levels de�ned in Ta-
ble 5.3. LetVQ be the random variable denoting the virtual waiting time of a tagged,
in�nitely patient customer. In other words if the tagged customer �nds a busy
system upon arrival, this customer does not balk, neither abandon while waiting in
the queue. Note that “answered” means VQ ≤ T and “abandoned” means VQ > T .
LetWQ be the random variable measuring the sojourn time of a customer in the
queue. �is sojourn time will end either as a result of an abandonment or a start of
service. �us

WQ = min{VQ, T}.



92 Chapter 5. Performance Indicators for Call Centers with Impatience

In what follows, we �rst give the expressions for the service levels in Table 5.3 as a
function of the random variables VQ,WQ, and T . �ese expressions will be used
later on to fully characterize the service levels. For an eventE,P(E) is de�ned as
the probability thatE occurs. We denote by ¬E the complementary event ofE,
P(¬E) = 1−P(E). We can write the �rst service level as

SL1 = P(VQ ≤ τ, VQ ≤ T ). (5.1)

�e second service level is

SL2 =
P(VQ ≤ τ, VQ ≤ T )
P(¬(T < VQ, T < a))

.

Since the patience of a customer is independent of all other events, we haveP(T >

a, VQ > a) = P(T > a)P(VQ > a). Observing now that

P(¬(T < VQ, T < a)) = P(T > a, VQ > a) +P(VQ ≤ a, VQ ≤ T ),

we obtain

SL2 =
P(VQ ≤ τ, VQ ≤ T )

P(T > a)P(VQ > a) +P(VQ ≤ a, VQ ≤ T )
. (5.2)

Similarly, SL3 is given by

SL3 =
P(VQ ≤ τ, VQ ≤ T )

P(T > τ)P(VQ > τ) +P(VQ ≤ τ, VQ ≤ T )
. (5.3)

We also have

SL4 =
P(VQ ≤ τ, VQ ≤ T )

P(VQ ≤ T )
, (5.4)

SL5 = P(VQ ≤ τ), (5.5)

SL6 = P(WQ ≤ τ), (5.6)

and �nally

SL7 = P(VQ > T ). (5.7)

In the next subsection, we explicitly derive the previous expressions for the
service levels SL1, . . . , SL7.
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5.4.2 Explicit Expressions for Service Levels

�e �rst service level can be obtained from Equation (5.1) and the building blocks
of Zeltyn and Mandelbaum (2005) (see Chapter 1) in the following way.

SL1 = P(VQ = 0) +
∫ τ

0
Ḡ(x)v(x)dx

=
E

E + λJ
+
∫ τ

0
Ḡ(x)

λeλH(x)−sµx

E + λJ
dx.

From ∫ τ

0
(λḠ(x)− sµ)eλH(x)−sµxdx = eλH(x)−sµx

∣∣∣τ
0

= eλH(τ)−sµτ − 1,

it follows that∫ τ

0
λḠ(x)eλH(x)−sµxdx =

∫ τ

0
(λḠ(x)− sµ)eλH(x)−sµxdx

+
∫ τ

0
sµeλH(x)−sµxdx

= eλH(τ)−sµτ − 1 + sµ(J − J(τ)),

and hence

SL1 =
E + eλH(τ)−sµτ − 1 + sµ(J − J(τ))

E + λJ
.

Using thatP(T > a) = Ḡ(a) and

P(VQ > a) =
λJ(a)
E + λJ

,

Equation (5.2) gives

SL2 =
E + eλH(τ)−sµτ − 1 + sµ(J − J(τ))

Ḡ(a)λJ(a) + E + eλH(a)−sµa − 1 + sµ(J − J(a))
.

Similarly, Equation (5.3) becomes

SL3 =
E + eλH(τ)−sµτ − 1 + sµ(J − J(τ))

Ḡ(τ)λJ(τ) + E + eλH(τ)−sµτ − 1 + sµ(J − J(τ))
.
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Using thatP(VQ < T ) is the probability of service, Equation (5.4) leads to

SL4 =
E + eλH(τ)−sµτ − 1 + sµ(J − J(τ))

E + sµJ − 1
.

Finally, Equations (5.5)–(5.7) are

SL5 = 1− λJ(τ)
E + λJ

.

SL6 = 1− λḠ(τ)J(τ)
E + λJ

.

SL7 =
1 + (λ− sµ)J
E + λJ

.

Using the speci�c functional form of the patience distribution T , we can de-
termine Ḡ(x) andH(x) in closed form. For Model 1, with exponential patience
times, these are

Ḡ(x) = (1− α)e−γx,

H(x) =
1− α
γ

(1− e−γx),

and for Model 2, with hyperexponential patience times, we get

Ḡ(x) = pe−γ1x + (1− p)e−γ2x,

H(x) =
p

γ1
(1− e−γ1x) +

1− p
γ2

(1− e−γ2x).

�e function J(t) cannot be given in closed form for these models. On the other
hand, there are no di£culties in evaluating J(t) numerically. We have computed
all the expressions for the service levels. �ese expressions will be used next for the
numerical illustrations.

5.5 Numerical Experiments

In this section we �rst validate the modeling approaches by comparing results of
numerical experiments with the empirical results. A er that, we show the e�ect of
di�erent service levels on the sta£ng levels.
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5.5.1 Comparison Between theModels

To illustrate the performance of the two models, we consider the four data sets
again and compute the service level given by SL1. �e parameters related to the
patience distributions of Model 1 and Model 2 are given in Table 5.1. We compare
the service-level estimates of these models with the empirical service level. �e
empirical service level is obtained from the model that directly uses the empirical
patience distribution. �e analysis is in line with the analysis in Section 5.4, except
that the function H(x) has to be evaluated numerically as well.

As a �rst example, we consider a relatively small system with the following
parameters: µ = 0.2, s = 19, τ = 1/3, and a varying λ. �e empirical service level
and the service-level estimates of both models are depicted in Figure 5.2. All plots
show that both models have an excellent performance. �ere are only some small
di�erences noticeable on data sets 2 and 3 for Model 1. �is gives us con�dence in
the usefulness of our models.

As a second example, we consider a larger system de�ned by µ = 0.2, s = 210,
τ = 1/3, and a varying λ. �e results of the comparison are shown in Figure 5.3.
Here we observe mixed results. Model 2 has perfect accuracy on data sets 1 and
4, and a very good performance on data set 2. �e service level is underestimated
on data set 3. �is could perhaps be explained by Figure 5.1, since the �t of the
hyperexponential distribution is there not perfect as well. �e results for Model 1
are di�erent. �e performance on data set 4 is accurate, but the performance on
the other data sets is poor. �e service level is clearly overestimated. �e behavior
on data set 2 is also strange.

We also considered SL7, the abandonment probability. For the sake of concise-
ness, we only note that both models perform very well with respect to this metric.
Only in case of the larger system Model 1 has some minor discrepancies.

All in all, we can conclude from these experiments that both models are useful
to model customers’ patience for relatively small systems. When the size of the
system increases, the model where the patience is modeled by the hyperexponential
distribution is preferred. �e accuracy of this model compared with empirical
results is almost perfect.

5.5.2 Comparison Between theMetrics

Let us consider the metrics SL1, SL2, and SL3. We choose an acceptable waiting
time τ = 1/3 minute. �e patience is modeled by the empirical patience of
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Figure 5.2. Comparison between the models for a small system.

data set 2. Customers who abandon before a = 5 seconds are considered as
short abandonments, i.e., these are not big issues for the call center manager. �e
service rate is µ = 1 per minute. We consider di�erent objective values for SL∗i ∈
{50%, 80%, 95%, 99%}, for i = 1, 2, 3. For each objective SL∗i and for each λ ∈
{3, 5, 7, 10, 15, 20, 30, 50}we compute the optimal sta£ng level s∗i . �e results are
given in Figure 5.4.

Note that in practice managers usually use SL1 which is not appropriate since
we are penalized with customers who are very impatient. �ese customers do not
really experience frustration. A better metric would be SL2 which ignores short
abandonments. An even better metric could be SL3 which ignores abandonments
within the acceptable waiting time. An additional bene�t from using these last
two metrics, as shown in Figure 5.4, is that the required sta£ng levels are lower



Section 5.5. Numerical Experiments 97

 

 

Model 2
Model 1
Empirical

Data set 1

Se
rv
ic
el
ev
el

λ
35 40 45 50 55 60
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

 

 

P

Model 2
Model 1
Empirical

Data set 2

Se
rv
ic
el
ev
el

λ
30 40 50 60 70 80 90 100

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

 

 

Model 2
Model 1
Empirical

Data set 3

Se
rv
ic
el
ev
el

λ
35 40 45 50 55 60
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

 

 

Model 2
Model 1
Empirical

Data set 4

Se
rv
ic
el
ev
el

λ
35 40 45 50 55

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 5.3. Comparison between the models for a large system.

than that for SL1.
To go further and con�rm the interest of SL2 and SL3, it is worth to look on the

behavior of the probability of abandonment. To do so, we consider the case SL∗i =
80% with the same optimal sta£ng levels s∗i as shown in Figure 5.4 (i = 1, 2, 3).
In Table 5.4, we vary λ and give both the probabilities of abandonment, SL7, and
that of abandoning a er τ , say SL8. �e latter can been seen as a “reasonable”
probability of abandonment, which does not include customers who abandon
before τ . SL8 can be computed as follows. From Equations (5.1) and (5.3), we may
write

P(abandon before τ) = 1− SL1

SL3
. (5.8)

Knowing that SL7 = P(abandon before τ) +P(abandon a er τ), Equation (5.8)
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Figure 5.4. Optimal sta£ng levels.

leads to

SL8 = SL7 +
SL1

SL3
− 1.

From Table 5.4, we see that the performance in terms of abandonments a er τ
are acceptable for the metrics SL2 and SL3 (while they do need lower sta£ng levels).
�is comment is particularly relevant for large call centers, due to the bene�t of
pooling on performance.

5.5.3 Extension to the Case with Retrials

In this subsection, we extend the analysis by allowing retrials. In practice, some
of the customers who balk or abandon will redial and try to access the call center
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λ 3 5 7 10 15 20 30 50

s∗1 4 6 8 11 15 19 27 43
s∗2 4 6 8 10 14 18 26 42
s∗3 4 5 7 9 13 17 24 38

SL7 with s∗1 0.112 0.104 0.096 0.086 0.105 0.117 0.133 0.151
SL7 with s∗2 0.112 0.104 0.096 0.129 0.141 0.148 0.158 0.168
SL7 with s∗3 0.112 0.182 0.155 0.184 0.184 0.184 0.212 0.242

SL8 with s∗1 0.022 0.016 0.012 0.008 0.007 0.006 0.005 0.003
SL8 with s∗2 0.022 0.016 0.012 0.014 0.012 0.010 0.007 0.003
SL8 with s∗3 0.022 0.035 0.023 0.025 0.019 0.015 0.013 0.010

Table 5.4. Probability of abandonment (SL7), and probability of abandoning a er τ (SL8)
for SL∗i = 80%.

again. For more details on the modeling and analysis of call centers with retrials, we
refer the reader to Aguir et al. (2004) and Pustova (2010), and references therein.

In what follows, we consider a simple modeling of the retrials and analyze
its impact on the optimal sta£ng level. We want to assess how ignoring retrials
may lead to an insu£cient sta£ng level. Let us consider a model with generally
distributed patience times. We allow some of the customers who balk or abandon
to call back the call center. We denote by θ the probability that one will call back.
Delays before customers’ call back are assumed to be i.i.d. random variables with a
general distribution. For tractability purposes, we assume independence between
successive calls in terms the probability to call back. Let λ̄ be the overall arrival
rate to the system, i.e., the sum of the primary calls and the feedback calls. �en,

λ̄ =
λ

1− θP(A | λ̄)
, (5.9)

where λ is the arrival rate of the primary calls, and the probability to abandon
P(A | λ̄) = SL7 is computed based on λ̄. By varying θ from 0 to 1, we move from
our original system with no retrials to a system with high retrials. �is simple model
falls into the class of product-form networks analyzed by Baskett et al. (1975). As
a result, the stationary behavior of this queueing model does not depend on the
distribution of the call-back delays. �ey can thus be ignored. Using this simple
modeling, we capture the retrial feature while being able to use the results developed
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in Section 5.4. To evaluate the performance of a call center with parameters λ, µ, s,
θ, and generally distributed patience times, it su£ces to use the results of Section 5.4
for a call center with parameters λ̄, µ, s, and the same patience distribution.

Before going further, we should discuss how to compute λ̄. Denoting the
right-hand side in Equation (5.9) by a continuous function g in λ̄, we may write
λ̄ = g(λ̄). �en, λ̄ is said to be a �xed point of g. To numerically compute λ̄, we
propose the following �xed-point algorithm.

Fixed-Point Algorithm()

Initialization: λ̄0 ← λ, i← 0, ε
Do

i← i+ 1
λ̄i ← λ+ λ̄i−1θP(A | λ̄i−1)

While
∣∣∣ λ̄i−λ̄i−1

λ̄i−1

∣∣∣ > ε

λ̄← λ̄i
End Algorithm

In what follows, we want to numerically study the impact of retrials on the
optimal sta£ng level. We choose the metric SL2, and our objective is to compute
the optimal sta£ng level for SL∗2 = 80%, a = 5 seconds, τ = 1/3 minute. We
consider di�erent call center sizes. �e primary arrival rates are λ ∈ {10, 30, 50}.
We also consider di�erent levels of retrials, θ ∈ [0, 1]. Similarly to the previous
subsection, we choose µ = 1 and model the patience times by the empirical
distribution of data set 2. �e results are given in Figure 5.5. As expected, this
�gure reveals that the optimal sta£ng level, s∗2, increases in the probability to call
back θ. An important observation here is that the impact of call backs on s∗2 can
be high, although we start from a model with no retrials (θ = 0) that has a high
service level (SL2 = 80%). For instance, the optimal sta£ng level can increase
by about 20% when moving from a system with no retrials to a system with high
retrials (θ = 1). �is is particularly due to the high impatience of customers in data
set 2. In such cases, ignoring the modeling of retrials may lead to inappropriate
results.
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Figure 5.5. �e impact of retrials.

5.6 Conclusion

We have analyzed various process-related call center metrics that include customer
abandonment. We showed how to obtain existing results explicitly, and also derived
new results for new metrics considering short abandonments or abandonments
within the acceptable waiting time. In practice, many managers choose not to
count short abandonments against the call center performance metrics. Although
the models used here are simple (with Markovian assumptions), we have shown
their robustness using real call center data. �rough numerical analysis, we have
also discussed the advantages and disadvantages of the di�erent metrics.

We have presented two models for customers’ patience that have a very good
agreement with reality. �e method to derive the call center metrics works for
empirical patience distributions as well. �e bene�t of using our models is that
the Markovian property is preserved. �is is especially useful when one wants to
consider other service-time distributions.

�ere are several avenues for future research. It would be useful to extend the
analysis to the case of more than one customer type with nonidentically distributed
patience and service times. Another interesting and challenging extension of the
current analysis is to consider a nonstationary arrival process.





Chapter 6

QueueingDelays of Priority Queues with Impatience

In the previous chapter, we extensively analyzed Markovian queueing systems
with impatient customers. In this chapter, we additionally consider the feature
of priorities, where high-priority customers get nonpreemptive priority over the
low-priority ones. For each type of customers, we focus on various performance
measures related to queueing delays. We consider two cases where the discipline
of service within each customer type is FCFS or LCFS. We explicitly derive the
Laplace-Stieltjes transforms of the random variables. Finally we compare FCFS
and LCFS and gain insights through numerical experiments.

6.1 Introduction

In this chapter, we analyze queueing systems with multiple types of impatient
customers. Customer abandonment (or also reneging) is an important feature in a
wide variety of situations that may be encountered in telecommunication systems,
manufacturing systems, and service systems such as call centers and health care
systems. �eoretical models incorporating abandonment are therefore closer to
reality and necessary to obtain more accurate analysis. Another important feature
in practice is the di�erentiation in the service given to di�erent customer types. A
priority mechanism is a useful scheduling method that allows di�erent customer
types to receive di�erentiated performance levels. Priority queueing comes up in
many applications such as communication networks with di�erentiated services,
call centers with VIP and less important customers, and more. Priority schemes are
additionally known for their ease of implementation, explaining their prevalence
in practice. Much of the queueing literature is devoted to analyzing priority queues.
Most papers are restricted to two priority types. �ere are two possible re�nements
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in priority situations, namely preemption and nonpreemption. In the preemptive
case, a customer with high priority is allowed to enter service immediately even if
another one with lower priority is already present in service. On the other hand,
a priority discipline is said to be nonpreemptive if there is no interruption. A
customer with higher priority just goes to the head of the queue and waits for his
or her turn.

We consider a Markovian multi-server queueing system with two types of
impatient customers: high- and low-priority ones. �e high-priority type has
nonpreemptive priority over the other type. We assume common exponential
distributions for service times as well as patience times for both customer types.
We analyze two di�erent systems by considering di�erent disciplines of service
within each queue. �e discipline of service of a queue refers to the manner by
which customers are selected for service when a queue has formed. �e most
common discipline that can be observed in everyday life is �rst-come �rst-served
(FCFS). Some other in common usage are random order of service (ROS) and
last-come �rst-served (LCFS), which is applicable to many inventory systems when
it is easier to reach the nearest stored items which are the last in. In this chapter,
we consider FCFS and LCFS policies and derive various performance measures
related to queueing delays. Our approach is based on the use of Laplace-Stieltjes
transforms and on the characterization of the virtual waiting time of a “virtual”
in�nitely patient customer. We also describe the procedure to extend the analysis
to more than two customer types.

Our motivation for considering identical statistical behavior of customer types
(service and patience times) relates to the type of models that motivate our analysis.
We are considering �rms where customers are segmented into di�erent groups
based on their value to the �rm. �is segmentation can be based on lifetime
value or pro�tability. �e company then provides di�erent levels of service to
these groups. �is type of service-level di�erentiation is widely used in �nancial
service, telecommunication call centers, and more. In the presence of this type of
segmentation, the di�erence between customer types is not related to the statistical
behavior of customers but to their importance for the company, which we capture
through priorities. In concrete terms, we assume for our models that customer
behavior and queries do not di�er from one type to another. �is is a reasonable
assumption for such systems, see Zeltyn et al. (2009).

In what follows, we review some of the queueing literature related to this chap-
ter. We distinguish two streams of literature. �e �rst deals with queueing models
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with impatient customers. �e second focuses on priority queues. �e literature on
queueing models with abandonments focuses especially on performance evaluation.
We refer the reader to Chapter 5 for an overview on this literature.

Let us now brie�y mention some of the literature dealing with priority queueing
systems. We refer the reader to Davis (1966) and Kella and Yechiali (1985) for a
simple Markovian nonpreemptive queue where all customer types have the same
service-time distribution. Wagner (1997) considers multi-server nonpreemptive
priority systems with a Markovian arrival process, service times having phase type
distributions, and both cases of �nite and in�nite queueing spaces are considered.
Other references considering more complicated models, but where abandonments
are not allowed, include those by Kao and Wilson (1999), Takine (1999), and
Sleptchenko (2003). As for preemption schemes, we refer the reader to Harchol-
Balter et al. (2005), Sleptchenko and Van der Heijden (2005), and references
therein. Sleptchenko and Van der Heijden (2005) derive approximations for a
wide range of relevant performance characteristics, such as the moments of the
number of customers of a certain type, in a Markovian queue where customers have
di�erent expected values of service times. Harchol-Balter et al. (2005) introduce a
new technique to reduce the Markov chain dimensionality of an M/PH/s model
with an arbitrary number of preemptive-resume priority types. Some research on
priority queues has been dedicated to systems with mixed priorities that combine
the two disciplines (with and without preemption). Results for the single-server
case can be found in Drekic and Stanford (2000), and for those in the multi-server
case, we refer the reader to Zeltyn et al. (2009).

Although the two features of abandonment and priority have each received
attention separately, there is limited literature that deals with both of them. We
refer the reader to Choi et al. (2001), where the authors derive several performance
measures for anM/M/1 queue with two types of impatient customers in which
type 1 customers have impatience of constant duration, and type 2 customers have
no impatience and low priority level. An extension of the latter model is addressed
by Brandt and Brandt (2004) for general distributed patience times. Rozenshmidt
(2007) considers a similar model to ours (under FCFS) and derives expressions for
the unconditional expected waiting times of all customer types. Here we extend
that analysis by considering additional performance measures, by considering also
LCFS, and by computing all moments of the random variables. We also refer the
reader to an interesting paper by Iravani and Balcıog̃lu (2008b), where the authors
analyze di�erent priority models: single-server models with general service times,



106 Chapter 6. Queueing Delays of Priority Queues with Impatience

and multi-server models with exponential service times and a call-back option.
Our main contributions can be summarized as follows.

• We compute the Laplace-Stieltjes transforms of various random variables
related to queueing delays: unconditional waiting time, and conditional
waiting times given service and given abandonment. We do so for both high-
and low-priority customers. Our approach is based on the computation of
virtual waiting times. One can then easily numerically invert the Laplace-
Stieltjes transforms in order to obtain the cumulative distribution functions
of these random variables at any point of time, see Abate and Whitt (2006).

• �e analysis is detailed for two di�erent nonpreemptive priority models.
One where the discipline of service within each class is FCFS, and another
one working under LCFS. Moreover, the analysis we develop holds for a
priority queue with mixed policies, i.e., FCFS for the �rst type and LCFS
for the second one, and vice versa. We also extend our approach to the case
of more than two customer types.

• We numerically compare the performance measures of the FCFS and LCFS
policies, and provide some managerial insights.

�e remainder of this chapter is structured as follows. In Subsections 6.2.1 and
6.2.2, we describe the basic two-class queueing models, and de�ne the performance
measures of interest, respectively. In Subsection 6.2.3, we then develop some pre-
liminary results that would help us in the rest of the analysis. In Subsection 6.3.1,
we provide the results of performance evaluation when high- and low-priority
customers are served under the FCFS basis. �ose when high- and low-priority
customers are served under the LCFS basis are given in Subsection 6.3.2. In Sub-
section 6.3.3, we explain how the analysis can be extended to the case of more than
two classes. In order to illustrate the results and compare FCFS and LCFS, we
give some numerical experiments in Subsection 6.3.4. Finally in Section 6.4, we
provide some concluding remarks and directions for future research.

6.2 Preliminaries

We �rst describe the two basic multi-class queues (for FCFS and LCFS) that we
will analyze in this chapter. �en, we provide the de�nitions of the performance
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measures of interest. �e performance measures are related to the queueing delays
of customers. Finally, we present some preliminary derivations that we will need
along the way.

6.2.1 Modeling

Consider a queueing model with two types of customers: important customers
denoted by type 1, and less important ones denoted by type 2. �e model consists
of two in�nite-bu�er queues for types 1 and 2, and a set of s parallel, identical
servers. All servers are able to handle all types of customers. �e system is work
conserving, i.e., a server is never forced to be idle with customers waiting. So upon
arrival, a customer is addressed by one of the available servers, if any. If not, the
customer must join one of the queues. Newly arriving customers of types 1 and
2 are assigned to queues 1 and 2, respectively. Customers of type 1 (waiting in
queue 1) have priority over customers of type 2 (waiting in queue 2) in the sense
that agents are providing assistance to type 1 customers �rst. �e priority rule
is nonpreemptive, which simply means that a server currently serving a type 2
customer, while a new type 1 customer enters the system, will complete this service
before turning to the queue 1 customer. Within each queue, we consider two cases
for the discipline of service: FCFS and LCFS. Arrival processes of types 1 and 2
follow a Poisson process with rates λ1 and λ2, respectively. Let λ be the total arrival
rate, λ = λ1 + λ2. Successive service times are assumed to be independent and
identically distributed (i.i.d.), and follow a common exponential distribution with
rate µ for both customer types.

In addition, we let customers be impatient. A er entering the queue, a cus-
tomer will wait a random length of time for service to begin. If service has not
begun by this time the customer will abandon. Times before abandonment, for
both customer types, are assumed to be i.i.d. and exponentially distributed with a
common rate denoted by γ. We describe patience times by the random variable T .
Finally, retrials are ignored, and abandonment is not allowed once a customer starts
service. Following similar arguments, the behavior of the system can be viewed as a
two-classM/M/s+M queueing system. �e resulting model where the policy for
each queue is FCFS (LCFS) is referred to as ModelFCFS (ModelLCFS). Note that
owing to abandonments, ModelFCFS and ModelLCFS are unconditionally ergodic.
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6.2.2 Notation

We denote by m the type of a customer, m ∈ {1, 2}. During the stationary regime,
we de�ne the following performance measures for ModelFCFS and ModelLCFS. To
simplify the notations, we will not add indices to these quantities in order to refer
to one of the models (we will add a clari�cation comment when it is necessary). In
the remainder of this chapter we refer to a customer as a she.

• W is the unconditional queueing delay of an arbitrary customer (regardless
of her type).

• Wm is the unconditional queueing delay of a type m customer.

• Wm,s is the conditional queueing delay of a typem customer, given that she
will enter service.

• Pm,s is the probability that a type m customer enters service.

• Wm,r is the conditional queueing delay of a typem customer, given that she
will abandon.

• Pm,r is the probability that a type m customer abandons.

• Wm,d is the conditional queueing delay of a typem customer, given that she
has to wait.

• Pd is the probability of delay, i.e., the probability that a new arrival has to wait.
Since ModelFCFS and ModelLCFS are work conserving, Pd is independent of
the customer type.

• Wm,d,s is the conditional queueing delay of a typem customer, given that
she was queued and that she will enter service. (We do not de�ne a sim-
ilar quantity for abandoned customers, since an abandoned customer is
necessarily a delayed customer.)

• Pm,d,s is the probability that a type m customer waiting in the queue will
enter service.
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Figure 6.1. Performance measures for a typem customer.

To clarify the numerous de�nitions, we depicted in Figure 6.1 a schema of the
performance measures of interest.

In what follows, we provide some relations between the performance measures.
For the remainder of the chapter, we denote by EXk the k-th order moment
of a given random variable X , for k ≥ 1. We also denote by fX(·) and FX(·)
the probability density function (pdf ) and the cumulative distribution function
(cdf ) of X . A customer who does not abandon will necessarily enter service, then
Pm,s + Pm,r = 1. A customer who joins the queue has two possibilities: either she
abandons, or she gets service, so Pd = Pm,r + Pm,d,s. Since the arrival processes
are Poisson, the probability that a new arrival is of type m is λm/λ. �erefore,

EW k =
λ1

λ
EW k

1 +
λ2

λ
EW k

2 ,

for k ≥ 1. For type m customers, one may write

EW k
m = Pm,sEW

k
m,s + Pm,rEW

k
m,r, (6.1)
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for k ≥ 1. Upon arrival, a customer is immediately addressed by one of the available
servers, if any. If not, she has to wait and joins one of the queues (with probability
Pd). �us,

EW k
m = PdEW

k
m,d, (6.2)

for k ≥ 1. For customers that join the queue, we have

EW k
m,d = Pm,d,sEW

k
m,d,s + Pm,rEW

k
m,r, (6.3)

which allows to determineEW k
m,d,s, for k ≥ 1.

6.2.3 Preliminary Analysis

We start by computing the stationary probability distributions of the system states
for ModelFCFS and ModelLCFS. At a given instant t, we denote by n1(t), n2(t),
and n(t) = n1(t) + n2(t) the number of type 1 customers in queue 1, that of
type 2 in queue 2, and the total in both queues, respectively. Computing the
stationary distribution of the process {n2(t), t ≥ 0} or {(n1(t), n2(t)), t ≥ 0} is a
complicated task. We only consider the processes {n1(t), t ≥ 0} and {n(t), t ≥ 0}
which are su£cient for the derivation of the performance measures. Recall that all
stationary probabilities exist due to the ergodicity condition (which holds for any
γ > 0).

Patience times are memoryless. �us, as long as the scheduling policy within
each queue is work conserving, the number of type 1 customers and type 2 cus-
tomers in the system remain unchanged. Moreover, since patience as well as service
times are identically distributed for both customer types, a work-conserving policy
(priority between the queues or not) does not a�ect the total number of customers
in the system. �e following analysis holds for both ModelFCFS and ModelLCFS.

Let us consider the process {n(t), t ≥ 0}. With regard to the total number of
customers in the system (ModelFCFS or ModelLCFS), our system is equivalent to a
multi-server queue with a single type of customers. �e arrival process is Poisson
with intensity λ = λ1 +λ2. Hence, this system corresponds to the system analyzed
in Section 1.3. �e stationary probability distribution of i customers in the system,
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denoted by πi for i ≥ 0, is given by

πi =


λi

µii!
π0, 0 ≤ i ≤ s,

λi

µss!
∏i−s
j=1 (sµ+ jγ)

π0, i > s,

with

π−1
0 =

s∑
i=0

λi

µii!
+

∞∑
i=s+1

λi

µss!
∏i−s
j=1 (sµ+ jγ)

.

Denote by p(i) the stationary probability that all servers are busy and there are i
customers in total in both queues, i.e., p(i) = πs+i, for i ≥ 0.

�e probability of delay Pd is simply the probability that a new arrival �nds
all servers busy. It is then independent of the type of the new arrival. Moreover
since the arrival process of a type m customer follows a Poison process, we use the
PASTA property to state that the stationary probabilities seen by a new arrival
coincide with those seen at an arbitrary instant. �us, Pd is given by

Pd = 1−
s−1∑
i=0

πi.

Let us now characterize the stationary distribution of {n1(t), t ≥ 0}. To do so,
we consider a two-dimensional Markov chain as shown in Figure 6.2. �e state of
the system is de�ned by the total number of customers in the system (regardless
of their type) if less than s customers are in the system (i.e., all customers are
in service), and de�ned by the couple (n1, n2) denoting the number of queued
customers of each type if s customers or more are in the system (i.e., all servers are
busy). Let p1(i) denote the stationary probability that all servers are busy and i type
1 customers are in queue 1. By assembling all the states of each line in Figure 6.2,
the balance equations lead to

p1(i) =
λi1∏i

j=1(sµ+ jγ)
p1(0), (6.4)

for i ≥ 0. To compute p1(0), we come back to the process {n(t), t ≥ 0}. It is clear
that the probability to be in state i, for 0 ≤ i ≤ s − 1, in the Markov chain of
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Figure 6.2. Markov chain for the number of customers in the queue.

Figure 6.2 is equivalent to πi. Next, the normalization condition gives

s−1∑
i=0

πi +
∞∑
i=0

∞∑
j=0

p1,2(i, j) = 1, (6.5)

where p1,2(i, j) is the stationary probability that all servers are busy, i type 1 cus-
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tomers are in queue 1, and j type 2 customers are in queue 2. Observe now that

p1(i) =
∞∑
j=0

p1,2(i, j), (6.6)

for i ≥ 0. Combining therea er Equations (6.4)–(6.6) leads to

p1(0) =

(
1−

s−1∑
i=0

πi

)( ∞∑
i=0

λi1∏i
j=1(sµ+ jγ)

)−1

.

Having in hand p1(i) and p(i), for i ≥ 0, the expected length of queue 1, say
Q1, and that of both customer types waiting in both queues, sayQ, are therefore
given by

Q1 =
∞∑
i=1

ip1(i), and Q =
∞∑
i=1

ip(i). (6.7)

As a consequence, the stationary expected length of queue 2, say Q2, is simply
deduced by Q2 = Q−Q1.

We are now ready to compute the stationary probability to abandon and that
to enter service for a new typem arrival. �e probability Pm,r can be viewed as the
fraction of the stationary expected rate of typem abandoned customers over that
of typem arrivals, seen at the epoch of a new typem arrival. Using PASTA and the
memoryless property of patience times, we deduce that the stationary expected
rate of type m abandoned customers is γQm. So,

Pm,r =
γQm
λm

.

�e probability to enter service is only the complementary probability (no possible
events of blocking or balking). Indeed, a customer who does not abandon will
necessarily enter service,

Pm,s = 1− Pm,r.

Finally, we also have

Pm,d,s = Pd − Pm,r.
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6.3 Analysis of Queueing Delays

In this section, we characterize the distributions of the random variablesWm,Wm,d,
Wm,s, Wm,r and Wm,d,s. We do so by computing their k-th order moments, for
k ≥ 1. Although the stationary probabilities of the number of typem customers
in the system, as well as Pd, Pm,s, Pm,r and Pm,d,s (computed in Subsection 6.2.3)
are independent of the scheduling policy within each queue, the random variables
of queueing delays do depend on the policy (FCFS or LCFS). We separately ad-
dress the analyses for ModelFCFS and ModelLCFS in Subsections 6.3.1 and 6.3.2,
respectively.

Our approach is based on the computation of �rst-passage times in various
birth-death processes. As we will prove below, many of these random variables
are equivalent to the length of an n-busy period in an FCFSM/M/s+M queue,
for n ≥ 0. For n ≥ 1, an n-busy period is de�ned as the elapsed time from the
arrival of a customer to a busy M/M/s+M system with n− 1 waiting customers
in the queue (n customers in the queue including the new arrival) until the epoch
at which one server becomes idle. �e 0-busy period reduces to the classical busy-
period de�nition de�ned to begin with the arrival of a customer to a system with
s− 1 busy servers and to end when again one server becomes idle. We denote the
length of an n-busy period byBPn,λ, for n ≥ 0. For an FCFSM/M/1 +M queue,
one can obtain from Rao (1967) or Iravani and Balcıog̃lu (2008b) the Laplace-
Stieltjes transform of the pdf ofBPn,λ. Next, using Jouini (2012, Lemma 1) to state
that the busy-period distribution is unchanged for all work-conserving policies,
substituting the expected service rate of a busy M/M/1 +M queue, µ, by that of
an M/M/s+M queue, sµ, and denoting the Laplace-Stieltjes transform of the
pdf of BPn,λ (for an M/M/s + M queue with any work-conserving policy) by
F̃BPn,λ(x), we get

F̃BPn,λ(x) =
sµ

x+sµ +
∑∞

i=1(−1)i
[∏i−1

j=0

(
1− sµ

x+sµ+jγ

)]
sµ

x+sµ+iγΘ(n, i)

1 +
∑∞

i=1
λi

i!γi

[∏i−1
j=0

(
1− sµ

x+sµ+jγ

)] ,

(6.8)
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with

Θ(n, i) =



i∑
j=0

(−1)jλj

j!γj

(
n

i− j

)
, 1 ≤ i ≤ n,

i∑
j=i−n

(−1)jλj

j!γj

(
n

i− j

)
, i > n,

for x ∈ R+, and n ≥ 0. We will later use Equation (6.8) to analyze queueing delays
for low-priority customers in ModelFCFS, and both customer types in ModelLCFS.
�e analysis for high-priority customers in ModelFCFS is in turn simpler by extend-
ing existing results in the literature.

6.3.1 Analysis of ModelFCFS

For high- and low-priority customers, we compute the k-th order moment ofWm,s

and Wm,r, which also allows to derive the k-th order moment of Wm, Wm,d and
Wm,d,s, for k ≥ 1 and m ∈ {1, 2}.

High-Priority Customers

Using an approach originally inspired by Whitt (1999), Jouini et al. (2011a) derive
all moments ofW1,s andW1,r in the case of a �nite multi-server queue with a single
type of impatient customers. Here we further extend that approach for our priority
queue. Consider a new type 1 arrival who �nds all servers busy and n1 waiting
customers ahead of her in queue 1, n1 ≥ 0. It goes without saying that for the
remaining cases (at least one server is idle), our customer will immediately enter
service. Because of their lower priority, type 2 customers already waiting in queue
2, as well as those who will arrive later, will not a�ect the sojourn time in the queue
of our new type 1 customer. Using Jouini et al. (2011a), we obtain

EW k
1,s =

1
P1,s

∞∑
n1=0

p1(n1)Ψn1+1EY
k
n1+1,

with

Ψn1 =
n1∏
i=1

(
1− γ

sµ+ iγ

)
=

sµ

sµ+ n1γ
,



116 Chapter 6. Queueing Delays of Priority Queues with Impatience

for n1 ≥ 1, and Yn1 , a random variable, is the summation of n1 independent
exponential distributions with parameters sµ + γ, sµ + 2γ, . . . , sµ + n1γ. So,
all moments of Yn1 may be derived in a closed form. For example, its �rst two
moments are

EYn1 =
n1∑
j=1

1
sµ+ jγ

and

EY 2
n1

=
n1∑
j=1

1
(sµ+ jγ)2

+

 n1∑
j=1

1
sµ+ jγ

2

,

respectively, for n1 ≥ 1
Let us now focus on derivingEW k

1,r . For a new type 1 arrival who �nds at least
one idle server,W1,r is zero. Assume she is queued with n1 waiting customers and
that she will abandon while waiting in the queue. Let Zn1+1 denote the random
variable measuring her sojourn time in the queue before abandonment. Removing
the condition on n1, we obtain

EW k
1,r =

1
P1,r

∞∑
n1=0

p1(n1)EZkn1+1.

Note that computing the moments of Zn1 , for n1 ≥ 1, again involves summations
of independent exponential random variables, and are easy to obtain. One may see
that the probability to abandon at position j, for 1 ≤ j ≤ n1, is

γ

sµ+ jγ

n1∏
l=j+1

(
1− γ

sµ+ lγ

)
=

γ

sµ+ n1γ
.

Knowing that our customer will abandon at position j, the time to abandon, say
Zn1(j), is the sum of n1 − j + 1 independent exponential random variables with
parameters sµ+n1γ, sµ+ (n1− 1)γ, . . . , sµ+ jγ. Averaging over all possibilities
leads to

EZkn1
=

γ

sµ+ n1γ

n1∑
j=1

EZkn1
(j).



Section 6.3. Analysis of Queueing Delays 117

For example, the expected value of Zn1 may simply be written as

EZn1 =
1

sµ+ n1γ

n1∑
j=1

jγ

sµ+ jγ
.

Using the results above combined with Equations (6.1)–(6.3), we obtain all mo-
ments of the random variables W1, W1,d and W1,d,s.

Low-Priority Customers

Our approach to derive the performance measures of type 2 customers is based on
computing their virtual waiting time. Recall that the virtual waiting time is de�ned
as the waiting time of an in�nitely patient customer. For a new type 2 customer,
we denote it by V2. In what follows, we compute the k-th order moment of W2,s

and W2,r . Using the latter, all remaining performance measures are easily obtained
therea er.

Let us focus on the conditional waiting time of a type 2 customer given service,
namely W2,s. Recall that patience times are described by the random variable T .
We have

FW2,s(t) =
P(V2 < t, V2 < T )

P(V2 < T )
, (6.9)

for t ≥ 0. First, observe thatP(V2 < T ) = P2,s. Second, P(V2 < t, V2 < T ) =∫ t
0 e
−γxfV2(x)dx. A new type 2 arrival who �nds at least one idle server with

probability 1 − Pd, will immediately enter service. If not, assume that she �nds
n = n1 + n2 waiting customers. �us, we may write for t ≥ 0

P(V2 < t, V2 < T ) = (1− Pd) · 1 +
∫ t

0
e−γx

∞∑
n=0

p(n)fV2,n(x)dx,

where V2,n is the conditional virtual waiting time of a new type 2 customer, given
that upon arrival she �nds in total nwaiting customers in both queues. Her virtual
waiting is not a�ected by all future type 2 arrivals because the discipline of service
within queue 2 is FCFS. However, all future type 1 arrivals have to be considered
because of their higher priority. Note also that this virtual waiting time does not
depend on the couple (n1, n2) but on the total number of customers ahead of
her n = n1 + n2 (common distribution of service and patience times for both
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Figure 6.3. Virtual waiting time of a type 2 arrival �nding n customers in queues 1 and 2,
FCFS.

customer types). As a consequence V2,n can be seen as the �rst-passage time at
state −1 starting at state n in the birth-death process as shown in Figure 6.3. It
is the time to empty the queue ahead of our customer and in addition one server
becomes idle to handle her.

By considering a single-class M/M/s+M queue (with mean arrival rate λ1),
one may see that V2,n is equivalent to the duration of an n-busy period, for n ≥ 0.
Let us denote the latter byBPn,λ1 , V2,n ≡ BPn,λ1 , for n ≥ 0. Equation (6.9) then
becomes

FW2,s(t) =
1
P2,s

{
1− Pd +

∫ t

0
e−γx

∞∑
n=0

p(n)fBPn,λ1
(x)dx

}
, (6.10)

for t ≥ 0. Taking the derivative in t on both sides of Equation (6.10), we obtain

fW2,s(t) =
1
P2,s

∞∑
n=0

p(n)e−γtfBPn,λ1
(t), (6.11)

for t ≥ 0. For the rest of the chapter, we denote by F̃X(x), for x ∈ R+, the
Laplace-Stieltjes transform of the pdf fX(·) of a random variable X . Note that
the Laplace-Stieltjes transform of e−γtfBPn,λ1

(t) is F̃BPn,λ1
(x+ γ), for x ∈ R+.

Applying next the Laplace-Stieltjes transform to Equation (6.11) implies

F̃W2,s(x) =
1
P2,s

∞∑
n=0

p(n)F̃BPn,λ1
(x+ γ), (6.12)
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for x ∈ R+. Using Equation (6.12), one can obtain any k-th order moment of
W2,s, for k ≥ 1. It is given by

(−1)k
dkF̃W2(x)

dxk

∣∣∣∣
x=0

,

for k ≥ 1. �us

EW k
2,s =

(−1)k

P2,s

∞∑
n=0

p(n)F̃ (k)
BPn,λ1

(γ),

where h(k)(·) denotes the k-th derivative of a function h(·), for k ≥ 1.
Let us now focus on the conditional waiting time of a type 2 customer given

abandonment, W2,r. We have

FW2,r(t) =
P(T < t, V2 > T )
P(V2 > T )

,

for t ≥ 0. First, observe thatP(V2 > T ) = P2,r. Second, we may write

P(T < t, V2 > T ) =
∫ t

0
γe−γx(1− FV2(x))dx,

for t ≥ 0. As a consequence, we obtain a er some algebra

FW2,r(t) =
1
P2,r

{
1− e−γt −

∫ t

0
γe−γx

(
1− Pd +

∞∑
n=0

p(n)FBPn,λ1
(x)

)
dx

}
,

(6.13)

for t ≥ 0. Taking the derivative in t on both sides of Equation (6.13) leads to

fW2,r(t) =
γ

P2,r

(
Pde

−γt − e−γt
∞∑
n=0

p(n)FBPn,λ1
(t)

)
, (6.14)

for t ≥ 0. Using that the Laplace-Stieltjes transform of FBPn,λ1
(t) is 1

x F̃BPn,λ1
(x),

for x ∈ R+, and applying the Laplace-Stieltjes transform to Equation (6.14)
implies

F̃W2,r(x) =
γ

P2,r(x+ γ)

(
Pd −

∞∑
n=0

p(n)F̃BPn,λ1
(x+ γ)

)
,
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for x ∈ R+. �is �nishes the characterization of W2,s and W2,r . One can now use
Equations (6.1)–(6.3) to obtain all moments of the remaining random variables
W2, W2,d and W2,d,s.

To close the discussion, we note that one can obtain the expected queue lengths
Q1 and Q2 (given by Equation (6.7)) by using the expressions forEW1 andEW2

derived in this section and by applying Little’s law, λmEWm = Qm, form ∈ {1, 2}.

6.3.2 Analysis of ModelLCFS

Similarly to the previous subsection, we compute here for ModelLCFS the k-th order
moment of Wm,s and Wm,r, which also allows to derive the k-th order moment
of Wm, Wm,d and Wm,d,s, for k ≥ 1 and m ∈ {1, 2}. We use the same approach
based on the computation of the virtual waiting time of high- and low-priority
customers.

High-Priority Customers

Let us consider a new “tagged” type 1 arrival and assume that she is in�nitely
patient. We denote her virtual waiting time by V1. If she �nds at least one idle
server with probability 1 − Pd, she immediately enters service. So, her virtual
waiting time is zero. In the complementary case (all servers are busy), she is queued.
Type 2 customers already waiting and those who arrive later are ignored because of
their lower priority. Also, because the discipline of service within queue 1 is LCFS,
type 1 customers already waiting in the queue are ignored. �us, the conditional
virtual waiting time, given delay for a new type 1 arrival is independent of the
state of the two queues. Let us denote this conditional virtual waiting time by V1,d,
V1 = PdV1,d. One can see that V1,d is the �rst-passage time at state−1 starting at
state 0 in the birth-death process as shown in Figure 6.4.

From Figure 6.4, one can see that V1,d is equivalent to the duration of a 0-busy
period in an M/M/s + M queue with mean arrival rate λ1, denoted by BP0,λ1 .
In a similar way as in Subsection 6.3.1, we characterize W1,s as follows. We have

FW1,s(t) =
P(V1 < t, V1 < T )

P(V1 < T )
,

for t ≥ 0. We then obtain a er some algebra

FW1,s(t) =
1
P1,s

{
1− Pd + Pd

∫ t

0
e−γxfV1,d

(x)dx
}
, (6.15)
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Figure 6.4. Virtual waiting time of a type 1 arrival, LCFS.

for t ≥ 0. Using V1,d ≡ BP0,λ1 and taking the derivative in t on both sides of
Equation (6.15) gives

fW1,s(t) =
Pd
P1,s

e−γtfBP0,λ1
(t),

for t ≥ 0, which by applying the Laplace-Stieltjes transform leads to

F̃W1,s(x) =
Pd
P1,s

F̃BP0,λ1
(x+ γ),

for x ∈ R+. Finally, we obtain

EW k
1,s = (−1)k

Pd
P1,s

F̃
(k)
BP0,λ1

(γ),

for k ≥ 1. We now move to characterize W1,r. We have

FW1,r(t) =
P(T < t, V1 > T )
P(V1 > T )

,

for t ≥ 0, which implies a er some simpli�cations

FW1,r(t) =
1
P1,r

{
1− e−γt −

∫ t

0
γe−γx

(
1− Pd + PdFBP0,λ1

(x)
)

dx
}
,

(6.16)

for t ≥ 0. Taking the derivative in t on both sides of Equation (6.16) leads to

fW1,r(t) =
Pdγ

P1,r

(
e−γt − e−γtFBP0,λ1

(t)
)
, (6.17)
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Figure 6.5. A new type 2 arrival arriving to an LCFS queue.

for t ≥ 0. We now apply the Laplace-Stieltjes transform to Equation (6.17) and
obtain

F̃W1,r(x) =
Pdγ

P1,r(x+ γ)

(
1− F̃BP0,λ1

(x+ γ)
)
,

for x ∈ R+. Finally, we close the discussion by mentioning that again one can use
Equations (6.1)–(6.3) to obtain all moments of the remaining random variables
W1, W1,d and W1,d,s.

Low-Priority Customers

Our approach again relies on determining the virtual waiting time of an in�nitely
patient type 2 customer. Consider such a customer. She will have a zero virtual
waiting time with probability 1− Pd. With the complementary probability, she is
queued. In the latter case, she will get priority over the type 2 customers already
waiting. What matters for her virtual waiting time are the type 1 customers already
waiting in queue 1 (denoted by n1, n1 ≥ 0), as well as all future arrivals of types
1 and 2. Let us denote the conditional virtual waiting time of a type 2 customer,
given a busy system and n1 customers in queue 1, by V2,n1 , n1 ≥ 0. One can see
that V2,n1 is the �rst-passage time at state−1 starting at state n1 in the birth-death
process as shown in Figure 6.5. It is then easy to see that V2,n1 is equivalent to the
duration of an n1-busy period, say BPn1,λ, of an M/M/s+M queue (with mean
arrival rate λ = λ1 + λ2), V2,n1 ≡ BPn1,λ.

Similarly to Equation (6.10), but by conditioning here on the state of queue 1,
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we obtain

FW2,s(t) =
1
P2,s

{
1− Pd +

∫ t

0
e−γx

∞∑
n1=0

p1(n1)fBPn1,λ
(x)dx

}
, (6.18)

for t ≥ 0. Taking the derivative in t on both sides of Equation (6.18) gives

fW2,s(t) =
1
P2,s

∞∑
n1=0

p1(n1)e−γtfBPn1,λ
(t),

for t ≥ 0. Next, we may write

F̃W2,s(x) =
1
P2,s

∞∑
n1=0

p1(n1)F̃BPn1,λ
(x+ γ), (6.19)

for x ∈ R+. In a similar way as that for the FCFS case, but by using the random
variable BPn1,λ and averaging over all queue 1 states, we have

FW2,r(t) =

1
P2,r

{
1− e−γt −

∫ t

0
γe−γx

(
1− Pd +

∞∑
n1=0

p1(n1)FBPn1,λ
(x)

)
dx

}
,

for t ≥ 0, and

F̃W2,r(x) =
γ

P2,r(x+ γ)

(
Pd −

∞∑
n1=0

p1(n1)F̃BPn1,λ
(x+ γ)

)
, (6.20)

for x ∈ R+. Again, one can use Equations (6.1)–(6.3) to obtain all moments of
the remaining random variables W2, W2,d and W2,d,s.

Note that for all cases analyzed above (any customer type and any discipline of
service), one can check the relationEW k

m = Pm,sEW
k
m,s+Pm,rEW

k
m,r , for k ≥ 1

and m ∈ {1, 2}. In what follows, we do it for type 2 customers and ModelLCFS. It
su£ces to prove that F̃W2(x) = P2,sF̃W2,s(x) + P2,rF̃W2,r(x), for x ∈ R+. On
the one hand, using Equations (6.19) and (6.20), we state that

P2,sF̃W2,s(x) + P2,rF̃W2,r(x) =
γPd
x+ γ

+
x

x+ γ

∞∑
n1=0

p1(n1)F̃BPn1,λ
(x+ γ),

(6.21)
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for x ∈ R+. On the other hand, we may write

FW2(t) = 1−P(min{V2, T} > t) = 1−P(V2 > t)P(T > t), (6.22)

for t ≥ 0. We also have

P(V2 > t) = 1−

{
(1− Pd) · 1 +

∞∑
n1=0

p1(n1)P(V2,n1 < t)

}

= Pd −
∞∑

n1=0

p1(n1)FBPn1,λ
(t),

(6.23)

for t ≥ 0. �en, Equations (6.22) and (6.23) lead to

FW2(t) = 1− Pde−γt + e−γt
∞∑

n1=0

p1(n1)FBPn1,λ
(t),

for t ≥ 0, which implies

fW2(t) = γPde
−γt + e−γt

∞∑
n1=0

p1(n1)fBPn1,λ
(t)− γe−γt

∞∑
n1=0

p1(n1)FBPn1,λ
(t),

(6.24)
for t ≥ 0. Finally, a er some algebra, we deduce from Equation (6.24) that

F̃W2(x) =
γPd
x+ γ

+
x

x+ γ

∞∑
n1=0

p1(n1)F̃BPn1,λ
(x+ γ), (6.25)

for x ∈ R+. By comparing Equations (6.21) and (6.25), we �nish the proof.

6.3.3 More than TwoCustomer Types

�e analysis in Subsections 6.3.1 and 6.3.2 can be extended to a model with more
than two customer types, for both FCFS and LCFS cases. In what follows, we
provide indications about the approach to use. For FCFS or LCFS, consider the
extendedM/M/s+M queueing model with k customer types, for k > 2. Type
m has nonpreemptive priority over type l, for 1 ≤ m < l ≤ k. We assume that for
all customer types, patience as well as service times are still statistically identical.
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Let us now focus on the performance measures of a typem customer with mean
arrival rate λm, for 1 ≤ m ≤ k.

First, we need to compute the stationary probabilities to have all servers busy
and iwaiting customers in queues 1, 2, . . . ,m, denoted by p1→m(i), and those to
have i waiting customers in all queues, denoted by p(i), for i ≥ 0 and 1 ≤ m ≤
k − 1. To compute these probabilities, it su£ces to use the two-class analysis of
Subsection 6.2.3 by transforming the k-class M/M/s+M queue into a two-class
one. We do so by aggregating the �rstm types into a one type with mean arrival rate∑m

j=1 λj , and the rest of types into a second one with mean arrival rate
∑k

j=m+1 λj ,
for 1 ≤ m ≤ k − 1. �is allows to compute Pd and also the expected number
of customers in queues 1, 2, . . . ,m, denoted by Q1→m, for 1 ≤ m ≤ k − 1, and
that in all queues, denoted byQ1→k = Q. �us, the expected length of queuem
is Qm = Q1→m − Q1→m−1, for 1 ≤ m ≤ k. We then obtain Pm,r = γQm

λm
, and

Pm,s = 1− Pm,r , for 1 ≤ m ≤ k. In what follows, we focus on characterizing the
random variables Wm,s and Wm,r , which allows also to characterize the remaining
random variablesWm,Wm,d andWm,d,s, for 1 ≤ m ≤ k. We use a similar approach
as in the previous subsections, with some changes that we mention next. Each time,
the approach consists on �nding an equivalent two-class queue.

Consider the k-class model working under FCFS. For m = 1, we aggregate
types 2, . . . , k into one type. We then apply the same analysis as for high-priority
customers in Subsection 6.3.1. For 2 ≤ m ≤ k, we aggregate types 1, . . . ,m
into one high-priority type, and types m + 1, . . . , k into one low-priority type.
We therea er use the stationary probabilities p1→m(i), and duration of the i-busy
period of a single-classM/M/s+M queue with mean arrival rate

∑m−1
j=1 λj , for

i ≥ 0.
Consider now the k-class model working under LCFS. For m = 1, what we

need is Pd and the duration of the 0-busy period in a single-class M/M/s + M

queue with mean arrival rate λ1. For 2 ≤ m ≤ k, we in turn aggregate types
1, . . . ,m− 1 into one high-priority type, and typesm, . . . , k into one low-priority
type. We therea er use the stationary probabilities p1→m−1(i), and the duration
of the i-busy period of a single-class M/M/s+M queue with mean arrival rate∑m

j=1 λj (since for a new typem arrival, future typem arrivals have priority over
her), for i ≥ 0. �is closes the discussion about the extension to a model with
more than two customer types.
Remark 6.1. In what follows, we discuss the extension of the analysis to a mixed
model similar to the basic one described in Subsection 6.2.1. �e di�erence is
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that we allow the discipline of service in one of the two queues to be di�erent
from that in the other queue. For example, type 1 customers are served under
FCFS, while type 2 customers are served under LCFS (or the opposite case). �e
extension is very easy to do. All the expressions for the stationary probabilities in
Section 6.2 hold for the mixed model. Consider a given type. If it is served under
FCFS (LCFS), then it su£ces to apply the same analysis as shown for that type
in Subsection 6.3.1 (Subsection 6.3.2). �is �nishes the characterization of the
mixed model.

6.3.4 Numerical Illustration

In this subsection, we give a numerical illustration of the analysis above. We
compare the performance measures of ModelFCFS and ModelLCFS. In our experi-
ments, we choose µ = 1. We vary the abandonment rate and the system size, with
λ1 = λ2 = s/2.

First, we consider the conditional expected waiting times given service and
given abandonment, for each customer type. �e results are shown in Figure 6.6.
For a single-class M/M/s+M queue, Jouini (2012) proved that FCFS (LCFS)
maximizes (minimizes) the conditional expected waiting time given service, and
minimizes (maximizes) that given abandonment. It is easy to extend these results
to any customer type in our multiple-type models here. In practice, for example in
a call center, the manager would then prefer to use LCFS in order to improve the
waiting time before service of a given type. �is is unfair from a customer perspec-
tive. Figure 6.6 reveals that opposed toEWm,r ,EWm,s is not highly impacted by
the policy in queuem, form ∈ {1, 2}. �en, an appropriate decision for a manager
is to use FCFS for each customer type. First, it allows to preserve fairness between
customers of the same level. Second, it allows to achieve a good EWm,s not far
from the optimal one. �ird, it is optimal in order to minimize the conditional
waiting time given abandonment.

We go further by giving the standard deviations of queueing delays for both
customer types in Table 6.1 for γ = 0.5. As one can see, Table 6.1 gives further
arguments in favor of FCFS. Values of standard deviations are indeed lower for
FCFS than those for LCFS, except for the single-server case for type 2.

As expected we see from Figure 6.6 that performance improves in the system
size, due to pooling e�ects. Also, we see that performance in terms of queueing
delays improves in the abandonment rate γ. As γ increases, patience times decrease,
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Figure 6.6. Conditional expected waiting times given service and given abandonment.

so fewer customers are present in the system, and as a consequence virtual delays
improve. For each type, although the expected conditional waiting times given
service and given abandonment (see Figure 6.6) do vary with the scheduling policy
(FCFS, LCFS, etc.), the unconditional expected waiting times are as expected
unchanged (see Table 6.1).

6.4 Conclusion

We considered multi-server nonpreemptive priority queueing systems in which
customers wait for service for a limited time only and leave the system if service has
not begun within that time. Practical examples of queueing systems with customer
impatience include real-time telecommunication systems, inventory systems with
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Type 1, FCFS Type 2, FCFS

s EW1 σ(W1) σ(W1,s) σ(W1,r) EW2 σ(W2) σ(W2,s) σ(W2,r)

1 0.539 0.720 0.702 0.728 0.713 0.977 0.910 1.017
2 0.347 0.474 0.468 0.477 0.563 0.795 0.752 0.831
5 0.177 0.249 0.247 0.253 0.408 0.589 0.570 0.611

10 0.100 0.144 0.143 0.148 0.316 0.457 0.448 0.466
20 0.054 0.080 0.079 0.083 0.241 0.346 0.342 0.343

Type 1, LCFS Type 2, LCFS

s EW1 σ(W1) σ(W1,s) σ(W1,r) EW2 σ(W2) σ(W2,s) σ(W2,r)

1 0.539 0.807 0.719 0.927 0.713 1.069 0.887 1.216
2 0.347 0.569 0.513 0.711 0.563 0.923 0.755 1.121
5 0.177 0.327 0.303 0.467 0.408 0.765 0.614 1.033

10 0.100 0.201 0.189 0.315 0.316 0.662 0.524 0.985
20 0.054 0.116 0.111 0.197 0.241 0.570 0.446 0.948

Table 6.1. Comparison between standard deviations of queueing delays.

perishable items, and more. We considered two models: one where the discipline
of service within each class of customers is FCFS, and another one where it is LCFS.
For each customer type, we explicitly derived the Laplace-Stieltjes transforms of
the unconditional waiting time, the conditional waiting time given service, and the
conditional waiting time given abandonment. Numerical inversion methods for
Laplace-Stieltjes transforms can be then used in order to obtain the cdf values of
these random variables at any point of time. Moreover, we described the approach
to extend the analysis to more than two customer types. �e analysis in this chapter
holds also for a priority queue with mixed policies, i.e., FCFS for the �rst type and
LCFS for the second one, and vice versa. Finally, we provided some numerical
experiments in which we showed how FCFS would be preferred by a manager in
practice.

�ere are various ways for future research. A challenging and interesting step
is to extend our approach to the case of many customer types with di�erent mean
service and patience times. It is also interesting to consider general service-time
distributions. Another useful extension would be to consider protocols with mixed
priorities, i.e., both preemptive and nonpreemptive priorities.



Bibliography

J. Abate and W. Whitt. A uni�ed framework for numerically inverting Laplace
transforms. INFORMS Journal on Computing, 18(4):408–421, 2006.

M.S. Aguir. Modèles Stochastiques pour l’Aide à la Décision dans les Centres d’Appels.
PhD thesis, Ecole Centrale Paris, 2004.
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and Lévy input. Journal of Applied Probability, 45(2):314–332, 2008.

O. Berman and R.C. Larson. A queueing control model for retail services having
back room operations and cross-trained workers. Computers & Operations
Research, 31(2):201–222, 2004.

O.J. Boxma and P.R. de Waal. Multiserver queues with impatient customers. In
J. Labetoulle and J.W. Roberts, editors, Proceedings of the 14th International
Teletra±c Congress, pages 743–756, 1994.

A. Brandt and M. Brandt. On the M(n)/M(m)/s queue with impatient calls.
Performance Evaluation, 35(1):1–18, 1999.

A. Brandt and M. Brandt. Asymptotic results and a Markovian approximation for
the M(n)/M(n)/s+GI system. Queueing Systems, 41(1/2):73–94, 2002.



Bibliography 131

A. Brandt and M. Brandt. On the two-class M/M/1 system under preemptive
resume and impatience of the prioritized customers. Queueing Systems, 47(1/2):
147–168, 2004.

L. Brown, A. Mandelbaum, A. Sakov, H. Shen, S. Zeltyn, and L. Zhao. Multifactor
Poisson and gamma-Poisson models for call center arrival times. Working paper,
2004.

L.D. Brown, N. Gans, A. Mandelbaum, A. Sakov, H. Shen, S. Zeltyn, and L. Zhao.
Statistical analysis of a telephone call center: A queueing-science perspective.
Journal of the American Statistical Association, 100(469):36–50, 2005.

G. Casella and R.L. Berger. Statistical Inference. Duxbury Press, 2nd edition, 2002.

B.D. Choi, B. Kim, and J. Chung. M/M/1 queue with impatient customers of
higher priority. Queueing Systems, 38(1):49–66, 2001.

B. Cleveland and J. Mayben. Call Center Management on Fast Forward: Succeeding
in Today’s Dynamic Inbound Environment. Call Center Press, 1st edition, 1997.

R.B. Cooper. Introduction to Queueing ¦eory. North Holland, 2nd edition, 1981.

D.J. Daley and L.D. Servi. Idle and busy periods in stableM/M/k queues. Journal
of Applied Probability, 35(4):950–962, 1998.

A. Dassios and S. Wu. Semi-Markov model for excursions and occupation time of
Markov processes. Working paper, 2011.

R.H. Davis. Waiting-time distribution of a multi-server, priority queuing system.
Operations Research, 14(1):133–136, 1966.

A. Deslauriers, P. L’Ecuyer, J. Pichitlamken, A. Ingolfsson, and A.N. Avramidis.
Markov chain models of a telephone call center with call blending. Computers
& Operations Research, 34(6):1616–1645, 2007.

R.A. Doney and M. Yor. On a formula of Tákacs for Brownian motion with dri .
Journal of Applied Probability, 35(2):272–280, 1998.

S. Drekic and D.A. Stanford. �reshold-based interventions to optimize perfor-
mance in preemptive priority queues. Queueing Systems, 35(1/4):289–315,
2000.



132 Bibliography

F.F. Easton and J.C. Goodale. Schedule recovery: Unplanned absences in service
operations. Decision Sciences, 36(3):459–488, 2005.

P.D. Feigin. Analysis of customer patience in a bank call center. Working paper,
2005.

Z. Feldman, A. Mandelbaum, W.A. Massey, and W. Whitt. Sta£ng of time-
varying queues to achieve time-stable performance. Management Science, 54(2):
324–338, 2008.

N. Gans, G.M. Koole, and A. Mandelbaum. Telephone call centers: Tutorial, re-
view, and research prospects. Manufacturing & Service Operations Management,
5(2):79–141, 2003.

O. Garnett, A. Mandelbaum, and M. Reiman. Designing a call center with im-
patient customers. Manufacturing & Service Operations Management, 4(3):
208–227, 2002.

L.V. Green and P.J. Kolesar. �e pointwise stationary approximation for queues
with nonstationary arrivals. Management Science, 37(1):84–97, 1991.

L.V. Green, P.J. Kolesar, and J. Soares. Improving the SIPP approach for sta£ng
service systems that have cyclic demands. Operations Research, 49(4):549–564,
2001.

L.V. Green, P.J. Kolesar, and J. Soares. An improved heuristic for sta£ng tele-
phone call centers with limited operating hours. Production and Operations
Management, 12(1):46–61, 2003.

L.V. Green, P.J. Kolesar, and W. Whitt. Coping with time-varying demand when
setting sta£ng requirements for a service system. Production and Operations
Management, 16(1):13–39, 2007.

S. Hal�n and W. Whitt. Heavy-tra£c limits for queues with many exponential
servers. Operations Research, 29(3):567–588, 1981.

M. Harchol-Balter, T. Osogami, A. Scheller-Wolf, and A. Wierman. Multi-server
queueing systems with multiple priority classes. Queueing Systems, 51(3/4):
331–360, 2005.



Bibliography 133

J. Harrison and A. Zeevi. A method for sta£ng large call centers based on stochastic
�uid models. Manufacturing & Service Operations Management, 7(1):20–36,
2005.

J.E. Hosford. Measures of dependability. Operations Research, 8(1):53–64, 1960.

A. Ingolfsson. Modeling the M(t)/M/s(t) queue with an exhaustive discipline.
Working paper, 2005.

A. Ingolfsson, E. Akhmetshina, S. Budge, Y. Li, and X. Wu. A survey and experi-
mental comparison of service-level-approximation methods for nonstationary
M(t)/M/s(t) queueing systems with exhaustive discipline. INFORMS Journal
on Computing, 19(2):201–214, 2007.

F. Iravani and B. Balcıog̃lu. Approximations for the M/GI/N + GI type call
center. Queueing Systems, 58(2):137–153, 2008a.

F. Iravani and B. Balcıog̃lu. On priority queues with impatient customers. Queueing
Systems, 58(4):239–260, 2008b.

T. Jiménez and G.M. Koole. Scaling and comparison of �uid limits of queues
applied to call centers with time-varying parameters. OR Spectrum, 26(3):
413–422, 2004.

G. Jongbloed and G.M. Koole. Managing uncertainty in call centers using Poisson
mixtures. Applied Stochastic Models in Business and Industry, 17(4):307–318,
2001.

O. Jouini. Analysis of a last come �rst served queueing system with customer
abandonment. Computers & Operations Research, 2012. To appear.

O. Jouini and A. Roubos. On multiple priority multi-server queues with impatience.
Submitted, 2011.
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Summary

Service-Level Variability and Impatience in Call Centers

A call center is de�ned as a group of telephone agents whose principal business is
serving callers over the telephone. �is thesis only considers the type of call center
in which outside callers initiate the call to the call center. (�e usual notation in the
�eld of queueing theory is used where callers are called customers and agents are
called servers.) �e task of a call center manager is to keep costs as low as possible,
which means keeping the number of servers as few as possible. On the other hand,
a call center o en has to obey a contract that prescribes that the service level has to
be above a certain level. An example of this is that at least 80% of the customers
should wait no longer than 20 seconds before receiving service.

A call center operates in a volatile environment with a high level of uncertainty.
For example, it is impossible to know beforehand how many customers will call
on a given day, when they will call, and how long a conversation will last. Under
the Markovian assumptions, i.e., customers arrive according to a Poisson process
and service times are assumed to be exponentially distributed, a call center can be
modeled by a queueing system that is easy to analyze. For a given number of servers,
it is possible to determine the service level, and therefore it is possible to �nd the
optimal number of servers such that the service-level target will be met. However,
there is a considerable problem that has not been recognized in the literature yet:
the variability in the service level.

Most models only consider long-term performance, i.e., the service-level esti-
mate will be met only in the long run. In practice however, service levels will be
reported as an average over short intervals that typically range from several hours
up to a day at most. In such short intervals, the service level is a random variable
with a signi�cant variability. �e estimate provided by a queueing system is then
only the expectation. By considering the whole distribution of the service level,
improved decisions can be made regarding the optimal number of servers.
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Chapters 2 and 4 concern the characterization of the distribution of the service
level. In Chapter 2 a closed-form approximation for the variance is constructed.
Based on this approximation, the normal probability distribution is used to char-
acterize the form of the service-level distribution. �is approximation is justi�ed
in the limit. �e approximations turn out to be very accurate for shorter intervals
starting from two or three hours. Furthermore, using the service-level distribution
it is shown how better decisions can be made. Chapter 4 analyzes the distribution
of the service level in an exact way by utilizing a double Laplace-Stieltjes transform.
Instead of the customer-average service level, the time-average proportion of the
time that the virtual waiting-time process is below the acceptable waiting time is
considered. �e time average converges to the customer-average service level due
to a property of the Poisson process. �e distribution of the service level is used in
Chapter 3 to ensure that the service level at the end of the day is above the required
target. In a call center a long-term planning has to be made concerning the number
of scheduled servers, of which the level of uncertainty is high. At the start of the
day and during the day more information becomes available. Using the idea of
�exible servers, that can be added or removed, the number of servers is variable
over the day and becomes a decision variable. �e problem is modeled as a Markov
decision process, that allows to �nd the optimal policy to meet the service-level
target at minimal costs.

�e second theme of this thesis is the impatience of customers. Customers that
cannot directly get contact with a server have to wait in a virtual queue until a server
becomes available. Customers have the property to be impatient: when the waiting
time becomes too large, they hang up. �is abandonment process in�uences the
performance measures and therefore has to be taken into consideration in the
models. An additional problem is that the service level is no longer unambiguously
de�ned. Multiple de�nitions are used in practice.

Chapter 5 considers the problem of impatient customers. �is chapter studies
the di�erent service-level de�nitions, including all those used in practice. Moreover,
two new models are introduced based on data from call centers. Both models are
shown to �t reality very well. �e di�erent service-level de�nitions are compared
through numerical analysis. It is shown what the e�ect is on the required number of
servers. Chapter 6 deals with a call center with impatience and multiple priorities.
Customers are grouped by their priority and high-priority customers get priority
over customers with a lower priority. It is shown how performance measures can
be obtained for both types of customers under two kinds of service disciplines.
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Variabiliteit van het Service Level en Ongeduld in Call Centers

Een call center kenmerkt zich door een groep telefonisten die als voornaamste taak
hee  het voeren van telefoongesprekken. Dit proefschri  beschouwt alleen het
type call center waarbij bellers zelf naar het call center bellen. (De gebruikelijke
notatie op het gebied van wachtrijtheorie wordt gehanteerd waar bellers klanten
worden genoemd en telefonisten bedienden worden genoemd.) Een manager van
een call center wil de kosten zo laag mogelijk houden, wat in feite erop neerkomt
dat het aantal bedienden zo laag mogelijk moet zijn. Aan de andere kant moet
een call center vaak aan een contract voldoen dat eist dat het serviceniveau boven
een bepaalde grens moet zijn. Een voorbeeld hiervan is dat ten minste 80% van de
klanten een wachttijd niet langer dan 20 seconden moet hebben.

Een call center opereert in een dynamische omgeving met een hoge mate
van onzekerheid. Zo is bijvoorbeeld niet van tevoren te zeggen hoeveel klanten
zullen bellen op een dag, wanneer ze bellen en hoe lang een gesprek duurt. Onder
de Markovaannamen, waarbij klanten volgens een Poissonproces aankomen en
bedieningsduren exponentieel verdeeld worden verondersteld, kan een call center
gemodelleerd worden als een wachtrijmodel die eenvoudig te analyseren is. Voor
een gegeven aantal bedienden is het mogelijk om hiermee het service level te
bepalen, waarmee ook het optimale aantal bedienden gevonden kan worden zodat
aan de eis van het service level wordt voldaan. Er is echter een groot probleem dat
nog niet opgemerkt is in de literatuur: de variabiliteit van het service level.

De meeste modellen beschouwen alleen lange-termijn gemiddelden. Dit houdt
in dat de schatting van het service level alleen op zeer lange termijn wordt bereikt.
In de praktijk worden de service levels echter gerapporteerd als een gemiddelde
over intervallen van een aantal uren tot maximaal een dag. Op zo’n korte termijn
is het service level een stochastische variabele met een signi�cante variabiliteit. De
schatting van het service level die door een model wordt geleverd, is dan slechts
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de verwachting. Door rekening te houden met de gehele verdeling van het service
level kunnen er betere beslissingen worden genomen omtrent het optimale aantal
bedienden.

Hoofdstukken 2 en 4 betre�en het karakteriseren van de verdeling van het
service level. In Hoofdstuk 2 wordt een benadering in gesloten vorm bepaald
voor de variantie. Gebaseerd op deze benadering wordt de normale kansverdeling
gebruikt voor de vorm van de verdeling van het service level. Deze benadering is
gerechtvaardigd in de limiet. Voor korte intervallen vanaf twee à drie uur blijken de
benaderingen ook zeer nauwkeurig te zijn. Aan de hand van deze verdeling wordt
laten zien hoe betere beslissingen genomen kunnen worden. In Hoofdstuk 4 wordt
de verdeling van het service level exact geanalyseerd aan de hand van een dubbele
Laplace-Stieltjes getransformeerde. In plaats van het klantgemiddelde wordt het
tijdgemiddelde beschouwd van de fractie tijd dat het virtuele wachttijdproces
onder de toegestane wachttijd is. Vanwege een eigenschap van het Poissonproces
convergeert het tijdgemiddelde naar het klantgemiddelde. In Hoofstuk 3 wordt
de verdeling van het service level gebruikt om het service level aan het einde van de
dag boven het gewenste niveau te krijgen. In een call center wordt lang van tevoren,
waarbij nog veel onzeker is, een planning gemaakt over het aantal in te zetten
bedienden. Op de dag zelf en gedurende de dag is meer bekend. Door gebruik
te maken van zogenoemde �exibele bedienden, die bij- of afgeschakeld kunnen
worden, is het aantal bedienden variabel. Het probleem wordt gemodelleerd als
een Markovbeslissingsproces, waarmee de optimale strategie wordt gevonden om
tegen minimale kosten het service level te halen.

Het tweede onderwerp van dit proefschri  is het ongeduld van klanten. Klan-
ten die bellen en niet direct een bediende aan de lijn kunnen krijgen, moeten
wachten in een virtuele wachtrij totdat een bediende vrijkomt. Klanten hebben de
eigenschap ongeduldig te zijn: indien de wachttijd te groot wordt, haakt men af.
Dit a�aakproces hee  invloed op de prestatiematen en moet daarom meegenomen
worden in de modellen. Een bijkomend probleem is dat het service level nu niet
meer eenduidig gede�nieerd is. In de praktijk komen zelfs meerdere de�nities voor.

Hoofdstuk 5 beschouwt het probleem van ongeduldige klanten. In dit hoofd-
stuk worden de verschillende de�nities van het service level bestudeerd, waaronder
al die in de praktijk gebruikt worden. Bovendien worden er twee nieuwe model-
len gëıntroduceerd gebaseerd op data a�omstig van call centers. Beide modellen
komen zeer goed overeen met de werkelijkheid. Aan de hand van numerieke experi-
menten wordt laten zien wat het e�ect van de verschillende de�nities van het service
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level is op het benodigde aantal bedienden. Hoofdstuk 6 beschouwt een call center
met ongeduld en prioriteiten. Klanten worden gegroepeerd aan de hand van hun
prioriteit en klanten met een hoge prioriteit krijgen voorrang boven klanten met
een lagere prioriteit. Er wordt laten zien hoe de prestatiematen verkregen kunnen
worden voor beide typen klanten onder twee soorten bedieningsdisciplines.




